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HPC today
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IBM Blue Gene/L
JUBL, 45 TFlop/s

2004
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JUGENE, 223 TFlop/s

2009

File Server
GPFS

File Server
GPFS, Lustre

IBM Power 4+
JUMP, 9 TFlop/s

Supercomputers @ JSC

General-Purpose Highly-Scalable
IBM Blue Gene/Q
JUQUEEN, 5.9 PFlop/s
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Application's Scalability

Only few application capable to scale to O(450k) cores
 Sparse matrix-vector codes
 Highly regular communication patterns
 Well suited for BG/Q

Most applications have more complex kernels
 Less regular control flow and memory access
 Complicated communication patterns
 Less capable to exploit accelerators

In fact:
 Highly scalable apps dominated by highly scalable kernels
 Less scalable apps dominated by less scalable kernels
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Leadership-Class
System

Granting periods
05/2013 – 04/2014
11/2013 – 10/2015

Astrophysics
Biophysics
Chemistry

Elementary Particle Physics
Computer Science
Condensed Matter
Material Science

Earth & Environment
Plasma Physics

Fluid Dynamics
Soft Matter

JUQUEEN
~ 90 projects

JUROPA
~ 150 projects

Research Fields of Current National Projects

General-Purpose
Supercomputer
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Exascale
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ExaScale Systems and 
Challenges

● (Multi-)PetaFlop (1015) systeme up and running

– Tianhe-2, Titan, Sequoia, Kei, BlueWaters, etc.

● Meuer's “law” held for 3 decades

– Each scale (×1000): ~10 y

● Challenges of the next step:

– ExaFlop (1018)   –   ca. 2020

– Processors

– Energy consumption

– Reliability / Resiliency

– Applications

● Programming models / -paradigms
● Are today's algorithms still sufficient?
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Evolution of Supercomputing 

 ×1000/10a

 ×100/10a

 ×10/10a

Multi-core ceases scaling
Many-core is more promising
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Moore's „law“

● Observation

– Clock stagnates
since 2002

– Max. clock frequency
at about 3 GHz

● Few  exceptions:
Power6, Power 7
Gaming

– # transistors still
increases

● Current trends

– Multi-Core/Many-Core processors

– Simultaneous Multi Threading (SMT)



12N. Eicker  –  DEEP and DEEP-ER  –  SUMA Workshop 2015 • Trento13 Feb 2015

ExaScale Challenges – 
energy consumption

● Energy consumption expected to ever increase

On the CMOS front, the main issue is power consumption, most of 
which is not strictly related to computation. The paper cites a 
recent report that projected a 2018-era processor will use 475 
picojoules/flop for memory access versus 10 picojoules/flop for the 
floating point unit. The memory access includes both on-chip 
communication associated with cache access and off-chip 
communication to main memory.

Exascale Research: Preparing for the Post–Moore Era

Marc Snir, William Gropp and Peter Kogge
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ExaScale Challenges – 
applications

● Ever increasing levels of parallelism
– Thousands of node, hundreds of cores, dozens of registers

● Auto-parallelization or explicit programming

– Will the size of (cache-) coherency domains continue to grow?
● From which level on is message-passing a must

– How many paradigms has to programmer to know?
● MPI + X most probably not sufficient

– 1 process / core makes orchestration of processes harder

– GPUs require explicit handling today (CUDA, OpenCL, OpenACC)
● Which paradigm is the future one

– MPI + X + Y? PGAS + X (+Y)?

– PGAS: UPC, Co-Array Fortran, X10, Chapel, Fortress, ….

● Do the applications provide a sufficient amount of parallelism?
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Application's Scalability

● Only few application capable to scale to O(450k) cores

– Sparse matrix-vector codes

– Highly regular communication patterns

– Well suited for BG/Q

● Most applications are more complex

– Less regular control flow and memory access

– Complicated communication patterns

– Less capable to exploit accelerators

● How to map different requirements to most suited hardware

– Heterogeneity might be beneficial

– Do we need better programming models?
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Heterogeneity
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Heterogeneous Clusters

CN

CN

CN

InfiniBand

CN

CN

CN

GPU

GPU

GPU

GPU

GPU

GPU

Flat IB-topology
Simple management of 

resources

Static assignment of
CPUs to GPUs

Accelerators not capable
to act autonomously
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  Accelerated Cluster vs. 
Cluster of Accelerators

● Cluster with Accelerators

– Accelerator needs a host CPU

– Static assignment of 1 or more acc.
● PCIe bus turns out to be a bottleneck

– Requires explicit GPU programming
● Cuda, OpenCL, OpenACC, etc.

● Cluster of Accelerators only

– Node consists of Accelerator only
● Directly connected to network

● Today only with Xeon Phi

– Static and dynamical assignment possible

– Concept can be adapted to concurrency levels
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Alternative Integration

● Go for more capable
accelerators (e.g. MIC)

● Attach all nodes to a 
low-latency fabric

● All nodes might act
autonomously

● Dynamical assignment of cluster-nodes and accelerators

– IB can be assumed as fast as PCIe besides latency

● Ability to off-load more complex (including parallel) kernels

– communication between CPU and Accelerator less frequently

– larger messages i.e. less sensitive to latency

CN

CN

CN

Acc

Acc

Acc

Acc

Acc
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Hardware Architecture
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IBM Blue Gene/P

Intel Cluster Systems
(JuRoPA)

Graphic-card
Accelerated Cluster

Constellation System

IBM Blue Gene/Q

Positioning DEEP

HPC Cluster
Architectures

IBM Blue Gene/L

IBM Blue Gene/P

Extremely 
Scalable 

Architectures

The alternatve to 
standard accelerator 

concepts

The alternatve to 
standard accelerator 

concepts
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DEEP Project

● 16 Partners

– 4 PRACE hosts

– 3 Research Centers

– 5 Industry Partners

– 4 Universities

– Coordinator JSC

● 8 Countries
● Duration: 3.5 years
● Budget: 18.3 M€
● EU funding: 8.03 M€
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Guiding Applications

Brain simulation
EPFL

HTc superconductivity  
        CINECA  

CFE
CERFACS

Space Weather   
K.U.Leuven   

Climate Simulation
Cyprus Institute

Seismic imaging    
CGGVeritas    
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CyI – Climate Simulation 



24N. Eicker  –  DEEP and DEEP-ER  –  SUMA Workshop 2015 • Trento13 Feb 2015

DEEP Hardware
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DEEP Hardware
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DEEP Hardware
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Software Architecture
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OmpSs:
tasks, dependencies, heterogeneity

Decouple how we write (think sequential) from how it is executed

void Cholesky( float *A[NT] ) {
int i, j, k;
for (k=0; k<NT; k++) {
   spotrf (A[k][k]) ; 
   for (i=k+1; i<NT; i++) 
      strsm (A[k][k], A[k][i]); 
   for (i=k+1; i<NT; i++) {
      for (j=k+1; j<i; j++)
         sgemm( A[k][i], A[k][j], A[j][i]);
      ssyrk (A[k][i], A[i][i]);
   }
}

#pragma omp task inout ([TS][TS]A)
void spotrf (float *A);
#pragma omp task input ([TS][TS]T) inout ([TS][TS]B)
void strsm (float *T, float *B);
#pragma omp task input ([TS][TS]A,[TS][TS]B) inout ([TS][TS]C)
void sgemm (float *A, float *B, float *C);
#pragma omp task input ([TS][TS]A) inout ([TS][TS]C)
void ssyrk (float *A, float *C);

TS

TS

NB

NB

TS

TS
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Software Architecture
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Global MPI

Application

main() part highly scalable code-part

OmpSs

Cluster

Booster

Application Startup

● Spawn is a collective operation of 
Cluster-processes

● Highly scalable code-parts (HSCP) 
utilize multiple Booster-nodes (BN)

● Application's main()-part runs on 
Cluster-nodes (CN) only

● Actual spawn done via global MPI

● OmpSs acts as an abstraction layer

Resource management



31N. Eicker  –  DEEP and DEEP-ER  –  SUMA Workshop 2015 • Trento13 Feb 2015

MPI Process Creation

● The inter-communicator contains all parents on the one side 
and all children on the other side.

– Returned by MPI_Comm_spawn for the parents

– Returned by MPI_Get_parent by the children

● Rank numbers are the same as in the the corresponding intra-
communicator.

CN

MPI_COMM_WORLD
(A)

CN

CN

CN

CN

comm

BN

BN BN

MPI_COMM_WORLD
(B)

MPICluster

BoosterInter-Communicator

CN
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ParaStation pscom

● Unified comm
layer

● pscom plugins

– Modular

– Flexible to extend

– Verbs plugin

– VELO/RMA plugin

– Easy enabling of Cluster-Booster protocol

Hardware

ParaStation PSCOM

Infiniband HCA

IB

Extoll NIC

Extoll

Sh MemTCP IB Verbs Extoll

low-level

high-level

TCP/IP

TCP Socket

Shared 
Memory

IPC

InfiniBand

Verbs

Extoll

RMAVELO
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Software Architecture
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Relevant features for DEEP
● Low latency, high bandwidth

● RMA engine for remote memory 
access, bulk data transfer

● VELO communication engine
(zero-copy MPI)

● SMFU engine for bridging to 
InfiniBand

● 6 links for 3D torus topology
● 7th link for general devices
● Built-in PCIe root-port

● RAS features: CRC/ECC protection, 
link level retransmission

● Many status & control registers
● Access from host, via I2C bus or 

over EXTOLL
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Cluster-Booster Communication

● High-bandwidth, low latency communication between 
Cluster Nodes and Booster Nodes needed

● Booster Interfaces bridge between InfiniBand and EXTOLL
● A Booster Interface can act in two different modes:

– Bridge: receive packets, actively forward to end-point

– Set-up and enable RDMA via SMFU directly between memory 
locations on CN and BN

CN

HCA

BI

HCA+NIC

BN

NIC

RDMA/verbs SMFU/VELO
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CN-to-BN-Write Operation

HCA HCA NIC

PCIe

NIC

PCIe
PCIe

Memory
Memory

CN BI BN

PCIe
write

RDMA
write

RDMA
completions

data

PCIe
write

The RDMA write operation initiated on the Cluster Node is 
“forwarded” via PCIe and EXTOLL to the Booster Node
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BN-to-CN Write Operation

HCA HCA NIC

PCIe

NIC

PCIe
PCIe

Memory
Memory

CN BI BN

data

RDMA
write

RDMA
completions

data

PCIe
read

request dataPCIe 
read

PCIe
write

read queue

enqueue dequeue

● The initiating Booster Node asks the Booster Interface's HCA to do an 
RDMA write operation to the Cluster Node's Memory

● The resulting PCIe read operation is “forwarded” by Extoll

Initiate transfer
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CBP Ping-Pong
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Hardware

ParaStation PSCOM

Shared MemTCP IB Verbs CBP Extoll

low-level

high-level

CBP Integration

Infiniband HCA

IB

Extoll NIC

Extoll

TCP/IP

TCP Sockets

Shared
Memory

IPC

InfiniBand

Verbs

Extoll

RMAVELOSMFU
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Programming

Cluster Booster
Booster
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MPI_Comm_spawn

ParaStation global MPI
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Software Architecture



43N. Eicker  –  DEEP and DEEP-ER  –  SUMA Workshop 2015 • Trento13 Feb 2015

OmpSs Offload Abstraction

Source Code

DEEP Runtme

Compiler

Applicaton
Binaries
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Improving DEEP
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DEEP-ER Project

● 14 Partners

– 4 PRACE hosts

– 4 Research Centers

– 4 Industry Partners

– 4 Universities

– Coordinator JSC

● 7 Countries
● Duration: 3 years
● Budget: 10.0 M€
● EU funding: 6.4 M€
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Application-driven
Co-design

● Pilot applications:

– Space weather simulation (KULeuven)

– High temperature superconductivity (CINECA)

– Human exposure to electromagnetic fields (INRIA)

– Geoscience (BADW-LRZ)

– Radio astronomy (Astron)

– Oil exploration (BSC)

– Lattice QCD (UREG)

● Goals:

– Evaluation of DEEP-ER I/O and resiliency concept and its 
programmability

– Analysis of the I/O and resiliency requirements of HPC codes
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I/O
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I/O

Main users

– Direct use by applications to store application data (independent of 
checkpointing)

– Application based checkpointing requires to dump application data

● Enable the use of innovative hardware technologies

– Non-volatile memory (NVMe)

– Network attached memory (NAM)

● Integrate an compare different approaches

– BeeGFS

– SIONlib

– E10
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SIONlib
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Overview

…

…

Application
Tasks

Logical 
task-local

files

Parallel file system

Physical
multi-file

t1 t2 t3 tn-2 tn-1 tn

SIONlib

Serial
program

t1 t nt n/2
……

…

Tasks

Shared
 file

m
e

ta
b

lo
ck

 1
 

m
e

ta
b

lo
ck

 2
 …

…

m
e

ta
b

lo
ck

 1
 

m
e

ta
b

lo
ck

 2
 

t n/2+1

Shared file 1 Shared file 2

m
a

p
p

in
g…

…

ANSI C or POSIX-I/O MPI

SION MPI API

callbacks
Parallel generic API

Serial API

Application

SION OpenMP API SION Hybrid API

callbacks

OpenMP

S
IO

N
lib

/* fopen()  */
sid=sion_paropen_mpi( filename , “bw“, 

            &numfiles, &chunksize,
             gcom, &lcom, &fileptr, ...);

/* fwrite(bindata,1,nbytes, fileptr)  */
sion_fwrite(bindata,1,nbytes, sid);

/* fclose()  */
sion_parclose_mpi(sid) 

/* fopen()  */
sid=sion_paropen_mpi( filename , “bw“, 

            &numfiles, &chunksize,
             gcom, &lcom, &fileptr, ...);

/* fwrite(bindata,1,nbytes, fileptr)  */
sion_fwrite(bindata,1,nbytes, sid);

/* fclose()  */
sion_parclose_mpi(sid) 

chunk 2 chunk n

data data

…

… Shared
 file

m
e
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lo
ck

 1
 

block 1

…

…

m
e

ta
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lo
ck

 2
 

FS Blocks
chunk 1

data

Gaps

t2Tasks t1 tn
…

→ Design

→ SIONlib-API

→ Scalable Massively Parallel I/O to Task-Local Files
→ Extension of I/O-API (ANSI C or POSIX)
→ C, C++ and Fortran bindings, implementation language C
→ Current versions: 1.5.1
→ Open source license: http://www.fz-juelich.de/jsc/sionlib

http://www.fz-juelich.de/jsc/sionlib
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File Format
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File Format

Multi-File Format
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BeeGFS
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PFS Architecture today

● Architecture scalable in many 
ways, but…

– Still globally sync’ed information 
that limits scalability

● e.g. cache coherence

– Interference of different apps 
and IO patterns

● e.g. random IO and streaming IO 
together on same server/HDDs

– No support for small-but-fast 
storage like NVM

● e.g. low-level storage does not 
have enough information to make 
efficient use of solid-state cache 
layer



54N. Eicker  –  DEEP and DEEP-ER  –  SUMA Workshop 2015 • Trento13 Feb 2015

Cache Layer

● Problem: Integrate small-but-fast devices (SSD, NVMe, …)
➢ Solution: Use as cache (no need for high capacity there)
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FS Architecture
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E10
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ExCol – Exascale 
Collective I/O

● Collective I/O enhancements for Exascale

– Primarily addressing the “small I/O problem”

● Implementation will be built around existing MPI-IO 
collective I/O implementation (in ROMIO) as a base

– No reinventing the wheel

– Preserving MPI-IO interoperability semantics for applications

● APIs will be part of Exascale10 Middleware
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 The Small I/O Problem

Application
Working 3D Data Set

1D array of bytes (row-major) in the file
displacement length

● Large N-dimensional data sets are 
partitioned into smaller subsets and 
flattened into a linear array of basic 
building elements

● Every subset is spread across the 
linear array following a certain 
distribution depending on the data set 
size and the partitioning in place

I/O Servers

strd y strd y + strd z

z

y

x
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ExCol Planned Options

Non Collective I/O 

MPI-IO Collective 
I/O Optimization

MPI-IO Independent 
I/O Optimization

POSIX I/O 
Optimization

ExCol

Collective I/O

Goal: Address I/O 
performance for large 
shared files taking into 
account all the current 
limitations of collective 
I/O

Goal: Address I/O performance for 
individual file I/O (e.g. Exascale10 
middleware will include guided I/O APIs)

      

Current  E10 Focus
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I/O Architecture

Disks

BeeGFS + Extensions        

E10
     SIONlib

NAMNVMe

DEEP-ER applicatons
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Resiliency
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Resiliency

● DEEP already provides some nice features for resiliency

– Based on the concept of state-less tasks in OmpSs

● But

– No resources in DEEP to explore in more detail

– Requires infrastructure to be developed in DEEP

– More infrastructure not included in DEEP (I/O)

● DEEP-ER gives opportunity to explore in more detail

– Implementation of the basic concepts

– Rich potential of extensions
● Checkpoint-Restart, Multi-level CP-RS, etc.

● More opportunities by future technologies

– Non-volatile memory
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highly scalable code-part

Global MPI

Cluster

Booster

Startup in detail

● Spawn is a collective operation 
of Cluster-processes

● Highly scalable code-parts 
(HSCP) utilize multiple Booster-
nodes (BN)

● Application's main()-part to run on 
Cluster-nodes (CN) only

● Resources might be managed 
statically or dynamically

● OmpSs acts as an abstraction layer

● Actual spawn done via global MPI

Resource management

Application

main() part

OmpSs
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highly scalable code-part

Global MPI

Cluster

Booster

Startup and failure

Resource management

Application

main() part

OmpSs

● BN fails → HSCP not to 
survive

– Booster-MPI to cleanup 
HSCP's resources

– Global-MPI to ensure 
main()-parts survival

● HSCP might not make use of all 
resource on the Booster

– Some spares might be held 
back to recover from failure

– Depends on applications 
flexibility



65N. Eicker  –  DEEP and DEEP-ER  –  SUMA Workshop 2015 • Trento13 Feb 2015

Global MPI

Cluster

Booster

Restart

● Abstraction via OmpSs helps

– Can keep track on how to 
start HSCP

– Has control on HSCP's status

● main()-part is signaled 
by MPI on HSCP-failure

– Re-start HSCP

– Use spare-resources or 
rely on dynamic 
allocation

Resource management

highly scalable code-part

Application

main() part

OmpSs
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highly scalable code-part

Application

main() part

OmpSs

Global MPI

Cluster

Booster

Restart – cntd.

● OmpSs-abstraction helps again

– Input-parameters are known

– Has control on HSCP's output

– Special handling of in-out 
parameters required

● HSCP now on diff. set of BNs

● Run-time of last HSCP is lost

– App's main()-part to survive

– Keep track of all info 
required for re-start

Resource management
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highly scalable code-part

Application

main() part

OmpSs

Checkpointing in 
Software Architecture

● Tight integration with MPI required
● Application (HSCP) has to be checkpointing aware

– Bring HSCP into defined state cooperatively

– Actual write, global name-space, etc. to be provided by 
Checkpoint / Restart

Global MPI

Cluster

Booster

Resource management

CP/RS

CP/RS
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Multi-level checkpointing

● Combine local and global strategies

– Apply strategy according to costs and probability of need

– E.g.

● Local checkpoint every 5 minutes
→ prevent from communication problems

● Buddy checkpoint every 15 minutes
→ prevent from single node failures

● Global file-system checkpoint every 60 minutes
→ prevent from buddy node failure

Adam Moody, Greg Bronevetsky, Kathryn Mohror, and Bronis R. de Supinski. 2010. Design, Modeling, and 
Evaluation of a Scalable Multi-level Checkpointing System. In Proceedings of the 2010 ACM/IEEE International 
Conference for High Performance Computing, Networking, Storage and Analysis (SC '10). IEEE Computer 
Society, Washington, DC, USA, 1-11. DOI=10.1109/SC.2010.18 http://dx.doi.org/10.1109/SC.2010.18 
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Combined CP/RT techniques

Error type Description Recovery action

Corrected 
Error (CE)

A error detected and corrected by 
Hardware

Hardware ECC

Uncorrected
Recoverable 
Error (UCR)

SRAR Some data was corrupted and it has 
been consumed. Action is required.

OmpSs task recovery 
mechanism

SRAO Some data is corrupted but it has not 
been consumed. Action is optional. 

The OS poisons the 
affected page frame (may 
become a SRAR)

UCNA Some data is corrupted but it has not 
been consumed and the system may 
contnue to operate. No action is 
required.

The OS discards the 
affected page frame and 
mark it as invalid

Uncorrected
Error (UC)

Fatal hardware failure that can not be 
handled in neither hardware or 
software

Reboot/shutdown the 
node and fallback to 
user-based checkpoint 

De
te

ct
ed
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Multi-level storage hierarchy
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Multi-level storage hierarchy

Resiliency levels

(like RAID5)
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DEEP-ER resiliency levels 

Error type Description Recovery action Level

UCR Non fatal error Task-based resiliency (RAM) 1

UC

Single or mult node failure Recover from local NVMs 2

Single node failure.
(node off-line after reboot)

Recover from all online 
nodes NVM + NAM parity 3

Uncorrelated mult-node failure.
(online nodes have CP data of all 
the nodes)

Recover from all online 
NVMs (using local and 
buddy CP data)

4

Correlated mult-node failure.
(Lack of CP data for some node) Recover from GFS 5

Tr
an

si
en

t
Pe

rm
an

en
t
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Recovery Actions (Linux + OmpSs)
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Take aways

● DEEP and DEEP-ER explore new ways to use and manage 
heterogeneity

– Cluster Booster Architecture

– Programming Model

● Both are application driven – co-design is important
● Try to hide the details via OmpSs' abstraction layer
● DEEP-ER extends the concept to I/O and Resiliency
● Jülich plans to extend JURECA (aka JUROPA4) by a 

10 PF/s Booster in 2016 (based on KNL)
● More info: http://www.deep-project.eu

 http://www.deep-er.eu

http://www.deep-project.eu/
http://www.deep-er.eu/
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A novel architecture?

● PQE1 (1996)

– A Meiko / QSW CS-2

– Coupled to APE100

– Quadrics Supercomputing World's first step to commercialize the 
APE architecture (special purpose machines for lattice QCD)

– Together with ENEA

● Plans for QuadricsPQE2000 never worked out
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