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The response of a detector
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Ground truth 
("vertex level"): 
E = 10.0 GeV

"Detector level": 
E=10.1 GeV

Detector introduce resolution effects, acceptance gaps and inefficiencies
that distort the true particle distributions.

[Remember: actually, measurment is a random process!]



Unfolding the detector effect

4

Ground truth 
("vertex level"): 
E = 10.0 GeV

"Detector level": 
E=10.1 GeV

We want to infer the posterior probability P(x∣y) given the measured det(y)

("unfolding"). Prior true(x) is unknown: this is an ill-posed inverse problem



Traditional Unfolding = matrix inversion
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Binning

Response matrix 
inversion



Limitations of Traditional Unfolding

• Standard techniques typically requires binning data and assume a specific response matrix (e.g. linear)

• Background need to be subtracted before unfolding (misidentification & other reducible sources – irreducible ones 

are eliminated with the successive physical analysis)

• Struggle with systematics uncertainties: they enter in the response matrix choice and in the background estimation

• Bad times with unfolding many correlated observables

• For many algorithms, different hypotheses for underlying physics could in general change the response function

• Large "oscillations" in the inversion: amplification of statistical fluctuations due to off-diagonal entries of M (many 

different ways to mitigate them)

These challenges motivate alternative approaches, like AI-based unfolding, which can handle high-dimensional input 

(e.g. full event kinematics or images) and learn complex detector effects without manual binning.
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[Unfolding Methods
in Particle Physics for Quantum 
Information Observables
Michele Pinamonti
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2947/161553/Unfolding_Pinamonti10
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E.g. OmniFold: A Method to Simultaneously Unfold All Observables

Pros:

• Based on iterative reweighting of a simulated dataset, using 

machine learning to capitalize on all available information

• Unbinned approach

• Works for arbitrarily high-dimensional data, and naturally 

incorporates information from the full phase space

Cons:

• Tuned on LHC experiments, typically much more inclusive than 

ours of hadronic physics

• We need something more specific for exclusive experiments 

like CLAS (GlueX, Compass...)
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ML-based alternative on the market



• A(i)dapt also used Generative adversarial networks (GANs) for unfolding 

• Diffusion models: recent work show that they are outperforming 

GANs. These can, in principle, model complex posteriors and provide 

uncertainty quantification. 

Each AI method has trade-offs; diffusion models are attractive for their 

strong theoretical foundations, flexibility and bijectivity
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Generative AI-Based Unfolding Approaches
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Denoising Diffusion Probabilistic Models (DMs)

A DM is a generative model is trained in two phases: a deterministic forward diffusion (noise addition) 

process and a learned reverse (denoising) process:

• In the forward pass, one gradually corrupts a clean data sample x0 by injecting Gaussian noise over T 

timesteps, producing xT≈N(0,I) (αt is a variance schedule):
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Denoising Diffusion Probabilistic Models (DMs)
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• The learned reverse (denoising) chain is parameterized by θ: by training the model to predict 

the added noise, one learns the mean of the Gaussian transition, μθ(xt, t), that maps any noisy 

xt towards the original data.



Denoising Diffusion Probabilistic Models (DMs)
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• The learned reverse (denoising) chain is parameterized by θ: by training the model to predict 

the added noise, one learns the mean of the Gaussian transition, μθ(xt, t), that maps any noisy 
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Denoising Diffusion Probabilistic Models (DMs)
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• The learned reverse (denoising) chain is parameterized by θ: by training the model to predict 

the added noise, one learns the mean of the Gaussian transition, μθ(xt, t), that maps any noisy 

xt towards the original data.



Diffusion for Unfolding: conditioning

To apply diffusion to unfolding, we use a conditional diffusion model. Here the reverse process is 

conditioned on the detector level y:

• The forward noising process remains unchanged, but the denoiser network now takes y as an 

input or context (this context can be given by labels, features etc.)

• In practice, the output x0 is a sample from the posterior P(x∣y). Conditioning directly on y 

makes the generative process data-dependent and enables it to approximate the Bayesian 

inverse P(x∣y) without explicitly computing the prior

1 4



Summary

• Unfolding the detector effect through 

generative AI

• How a diffusion model work

• Status of closure test for CLAS 

detector

• Conclusions & Next directions

1 5



A closure test for unfolding CLAS detector
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Photoproduction of two pions
on the proton,
measured by CLAS



Phase 0: generating data

Phase space 
MC-generated

Vertex level
Detector level

GSIM (CLAS 
proxy)

Alert: we are 
learning 
smearing, 
energy loss, 
etc., , not 
acceptance!
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• We exploited DMs flexibility for giving all measured topologies at once in input

p π+ π-
p π+

p π-

π+ π-

Phase space region 
covered by CLAS

Phase 0: generating data
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Phase space 
MC-generated

Vertex level
White noise

Forward 
diffusion

White noise
Phase space 

MC-generated
Vertex level

Learned 
denoising

Condition:
Detector level

Phase I: training the Conditional DM



What the network "see" at each layer

• Input level: normalized (according to PS statistics) residue (= x - condition), not just x 

→ network starts "anchored" to the condition

• Intermediate level: each FiLMBlock re-receives cond_proj (detector + t) and use to 

rescale/traslate the activations

→ condition influences EACH transformation, not just the initial input

• Output level: predicted noise, used by DiffusionModel.sample() for the standard iterative 

denoising (DDPM)
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• Compute pulls distributions (pulls = residues normalized to standard deviation)

• Compare higher-level variables (Mandelstam invariants & in the future, moments)

• Perform statistical tests like Kolmogorov-Smirnov (unbinned! and better alternatives)
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Remember: in real 
life we have just 
the detector level 
(real data from an 
experiment), 
obviously!

White noise
Synthetic

Vertex level
Sampling

Condition:
Detector 

(validation)

True
Vertex level
(validation)

VS

Results validation



Current status of the project

• We want to have under control the mapping between the vertex and the detector in the entire 

measured phase space, so we are training on the 4-vectors final state particles, and then 

focusing on reconstructing Mandelstam invariants (actually, just 5 of them are independent, for 

a 2->3 process) to evaluate the correlations

2 3



Synthetic vs True 4-vectors
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u

White noise
Synthetic

Vertex level
Sampling

Condition:
Detector 

(validation)

True
Vertex level
(validation)

VS



Evaluation of the systematics
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White noise
Candidate

Vertex levelSampling

Condition:
Detector 

(validation)

Candidate
Vertex level

N-th synthetic
Vertex level

Evaluation of the various 
sourced of systematic
uncertainties:
• Sampling 
• MC-dropout

• Variance among models



Comparison at 
level of 
reconstructed 
Mandelstam 
invariants, to 
evaluate 
correlations
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s23

u2

s12

s13 u

More than 98% of sampled 
data within 2 σ: systematics 
errors (dominant over 
the statistical one) define σ

s t
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Is the model able to generalize this 
pipeline to a never-seen couple 
(detector, vertex)?

s23

u2

s12

s13 u

>98% of sampled data within 2 
σ: systematics errors (sampling 
variance, MC-dropout, model 
ensemble, dominant over 
the statistical one) define σ

s t

Correlations evaluated through reconstructed 
Mandelstam invariants

Comparison between synthetic and true 
MC-PS vertex level 4-vectors, using the 
cDM trained on an independent MC-PS 
dataset

π-π+p

Phase space MC-
generated

Vertex level

White noiseForward 
diffusion

White noise
Phase space MC-

generated
Vertex level

Learned 
denoising

Condition:
Detector level



Phase II: sampling from the
detector level of another model

s23

u2

s12

s13 u

>68% of sampled data within 1 σ 
(sistematics evaluated with the 
same procedure applied for the 
comparison with MC-PS dataset)

s
t

Correlations are preserved also 
in this case

Using the same cDM trained just on MC-PS data, we 
manage to satisfactorily sample the vertex from a 
realistic-MC dataset never seen by the model: 
production is factorized and the model has really 
learned how to smear

π-π+p

White 
noise

Synthetic
Vertex 
level

Sampling

Condition:
Detector 
(realistic 
model)

True
Vertex level

(realistic 
model)

VS
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We trained a DM to map vertex and detector level related to the entire phase space simulated for the reaction of 
photoproduction of a charged pion pair on proton (just PS), smeared by the GSIM proxy of CLAS detector 

• We can substitute the true PS vertex distribution with the synthetic one sampled by our DM within 2 sigma 
(statistical + sistematic uncertanties), including both statistical and systematic uncertainties, according to simple 
pulls (then we will use also the sophisticated Nyström MMD Permutation Test, developed by Marco Letizia et al.) 

• We covered all topologies with just one object for the first time

• Correlations are preserved (comparison at level of Mandelstam invariants)

• Generalization to a never seen couple (detector, vertex), produced according to another model (production is 
factorized): fundamental step toward applying this pipeline to real data

• (Refinement of the result, using GBDT to refine the gsim dataset domain, guided by experimental data)

What we have to do:

• Test with JPAC model #2: we will do the closure test not only on s, t etc. as we are trying to do now, but also on 
other significant invariants, like the moments of the angular distribution

• Application of our DM to real CLAS data & extract moments from them

• Collaboration with GlueX people to enlarge the measured phase space including that one measured by them: we 
will be able to compare moments extracted at the vertex level by us and them in the overlapping region of the two 
detectors. This - as far as we know – never tried approach can reduce a lot the model dependence that we 
introduce when we extrapole the cross section, moments, etc. in the unmeasured phase space region
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Conclusions & Next directions



Thank you for your 
attention!
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Backup
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More on the Nyström MMD Permutation Test
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More on the Nyström MMD Permutation Test
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Pseudocode for training a DM

• Start with a batch of detector-vertex pairs (x0,y)

• Sample a random t and noise ϵ∼N(0,I)

• Compute 

• The network predicts ϵθ(xt,y,t)

• Compute L and backpropagate to update θ

• Iterate until convergence

3 9



4 0



Moment extraction 
from real data by 
CLAS collaboration
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Refine domain according to real data

4 6

P-theta plane of real data P-theta plane of gsim data P-theta plane of 
gsim data after the 
GBDT filter (~75%)



Phase I: TRAINING (just on MC phase space data, 
"PHSP")
RAW DATA:

• v_features = PHSP vertex (12 observables: px,py,pz,E of p, π+, π- in the final state)

• d_features = PHSP detector (same structure, after gsim)

NORMALIZATION (statistical parameters computed JUST on PHSP vertex):

• mean_v_phsp = mean(v_features)

• std_v_phsp = std(v_features)

• d_norm = (d_features - mean_v_phsp) / std_v_phsp

• v_norm = (v_features - mean_v_phsp) / std_v_phsp

→ mean_v_phsp, std_v_phsp are saved into the checkpoint and are FIXED for the rest of the pipeline
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Phase I: TRAINING (just on MC phase space data, 
"PHSP")
COMPUTATION OF THE RESIDUE (in the normalized space):

• mean_smearing = mean(train_vertex - train_detector) # systematic shifts

• sigma_smearing = std(train_vertex - train_detector) # smearing

→ capture to what extent and in what ways detector distorts the vertex

MODEL CONSTRUCTION

• DiffusionModel(mean_smearing, sigma_smearing)

└── DiffusionNetwork:

Fixed input: sigma_smearing, mean_smearing

FiLM conditioning: condition (detector + tempo) modules each layer of the network
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Phase I: TRAINING (just on MC phase space data, 
"PHSP")
TRAINING LOOP (DDPM standard):

For each batch call the training method (condition = detector_norm, target = vertex_norm)

• Sample t ~ Uniform(0, 1000)

• x_t = forward_diffusion(vertex_norm, t) # noise schedule to destroy the target distribution, i.e. the unnormalized 
vertex 

• residual = (x_t - condition - mean_smearing) / sigma_smearing # THIS is the actual input of the network (not just x_t)

• Network prediction: noise_pred = Network(residual, condition, t)

• loss = MSE(noise_pred, real_added_noise)

→ The model learns: "Given a detector event (in a certain kinematical region, explored uniformly by phase space) and a 
noisy vertex, which is the amount of noise that has to be removed to arrived to the <<clean>> vertex?"
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Phase I: TRAINING (just on MC phase space data, 
"PHSP")
SAVE CHECKPOINT:

• torch.save({model_state_dict (include network.mean_smearing,

network.sigma_smearing), 

mean = mean_v_phsp,

std = std_v_phsp, ...})
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Phase II: SAMPLING from a new dataset 
(e.g. "realistic" model 1, incorporate renonances at the cross-section level)

LOAD:

• load_checkpoint():

- network weights & fixed parameters

- fixed parameters: mean_v_phsp, std_v_phsp, mean_smearing/sigma_smearing (same statistical parameters

used during the training phase)

NEW RAW DATA:

• d_features_realistic = detector level of realistic model

• (v_features_realistic = true vertex , used just for the final comparison with synthetic one)
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Phase II: SAMPLING from a new dataset 
(e.g. "realistic" model 1, incorporate renonances at the cross-section level)

NORMALIZATION:

• we use ALWAYS the same mean_v_phsp, std_v_phsp from the checkpoint, NEVER statistic 

parameter computed on the new dataset:

d_norm_realistic = (d_features_realistic - mean_v_phsp) / std_v_phsp

→ because the network work in the same normalized space of the training; using other 

statistical parameters would bring the input far from the known domain of the network
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Phase II: SAMPLING from a new dataset 
(e.g. "realistic" model 1, incorporate renonances at the cross-section level)

SAMPLING (DDPM reverse process, the same as before):

• x_0 ~ N(0,1)

• per t da 1000 a 0:

residual = (x_t - condition_realistic - mean_smearing) / sigma_smearing

noise_pred = Network(residual, condition_realistic, t)

x_{t-1} = denoising_step(x_t, noise_pred)

→ final x_0 = synthetic vertex (still in the normalized space of PHSP)

DENORMALIZATION:

generated_denorm = x_0 * std_v_phsp + mean_v_phsp

→ now the synthetic vertex is comparable with the true vertex of the realistic model

5 3



Model structure: Diffusion Model

Fixed hyperparameters:

• data_dim = condition_dim = 12 (px,py,pz,E of {p, π+, π-})

• timesteps = 1000

Diffusion buffer (cosine schedule, not trained):

• betas, alphas, alphas_cumprod,

• sqrt_alphas_cumprod, sqrt_one_minus_alphas_cumprod

Contains just one sub-network:

• self.network = DiffusionNetwork(mean_smearing, sigma_smearing)

5 4



Model structure: DiffusionNetwork — FiLM + 
Residual conditioning
INPUT to forward(): 

• x (B, 12) noisy vertex at timestep t 

• condition (B, 12) detector level (normalized) 

• t (B,) timestep in [0, 1000) 

BUFFER (fixed,  caclulated once on the training set PHSP): 

• sigma_smearing (12,) std (vertex - detector) in the normalized space

• mean_smearing (12,) mean (vertex - detector) in the normalized space
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Model structure: 
DiffusionNetwork —
FiLM* + Residual 
conditioning

5 6*(FiLM = Feature-wise Linear Modulation)



Model structure: 
DiffusionNetwork —
FiLM + Residual 
conditioning
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Model structure: DiffusionNetwork — FiLM
+ Residual conditioning
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Parameter counting (order of magnitude)
• time_embed: 1×64 + 64×64 ≈ 4.3K

• condition_proj: 76×256 ≈ 19.5K

• input_proj: 12×512 ≈ 6.1K

• FiLMBlock 1: 512×512 (linear) + 2×(256×512) FiLM ≈ 524K

• FiLMBlock 2: 512×512 (linear) + 2×(256×512) FiLM ≈ 524K

• FiLMBlock 3: 512×256 (linear) + 2×(256×256) FiLM ≈ 262K

• FiLMBlock 4: 256×128 (linear) + 2×(256×128) FiLM ≈ 98K

• output: 128×12 ≈ 1.5K

• ─────────────────────────────────────────────────────────────

• Total ≈ 1.4M parameters
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