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All of stellar evolution in 2 mins
Fight between gravity and pressure. Spoiler: gravity wins.

Goldsmith 2012



Can BHs really make it?
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At lowest order, GW emission causes the orbit to shrink:

5.2 The interplay between astrophysics and relativity 91

at the leading, Newtonian order (Peters and Mathews 1963; Peters 1964):
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For example, from the above equations we have da/de ⇠ (12/19)(a/e) and consequently
a ⇠ e12/19. The eccentricity decreases faster than the separation: deviations from the
circular inspiral become smaller and smaller as the separation decreases. Fig. 5.2 shows the
merger timescale in the GW-driven phase for BH binaries of total mass M = 10M� and
mass ratio q = 0.8 (which is the same value used in Chapter 7). The coupled differential
equations (5.5) and (5.6) are solved numerically from initial values a0 and e0. We plot on a
color-coded scale the time necessary1 to reach a ' 0. Integrations are performed using the
StepperDopr5 routine developed in Press et al. (2002). The merger timescale increases
with the initial separation a0, because a very small amount of energy is emitted when the
BHs are far from each other (P ⇠ a�5, from Eq. 5.3). Highly eccentric binaries will merge
quicker because less angular momentum has to be emitted (see Eq. 3.1) and more radiation
is emitted at periastron because the bodies are closer to each other.

Further PN corrections of these evolutionary equations in the case of elliptic orbits can be
found in Damour et al. (2004), Sperhake et al. (2008a) and references therein. In this work
we use the standard Peters equations (5.5) and (5.6) to select merging binaries because they
give the timescale of the process within the level of accuracy that we require (Sec. 7.1.2).
The BH inspiral described in Chapter 6, is modeled in far more detail using higher-order
corrections for circular orbits.
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Figure 5.2: Merger timescale in the GW-driven inspiral for BH binaries with M = 10M�
and q = 0.8. The color-coded map shows (on a logarithmic scale the time needed (in yrs) for
a BH binary with semi major axis a0 and eccentricity e0 to reach coalescence. Black lines
mark 106, 108, 1010, 1012 and 1014 yrs from bottom to top respectively. The calculation was
performed by numerically integrating Eqs. (5.5) and (5.6).

1We cannot formally reach the final separation a = 0, because the system becomes stiff: in practice we
follow the solutions down to fiducial separations 10�8

a0, which are well outside the range of separations
where Eqs. (5.5) and (5.6) are valid.
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Peters and Mathews 1963

Relativity alone is great to model the LIGO signals… 
…but some astrophysics is needed to explain them
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Have we been together for so long?

Yes! I’ve known 
you since you 
were a star

Nah, we just met in cluster

Our neighbour is so 
messy, we should move



Massive stars to BHs: field evolution

Fig. 1. Example of a specific binary evolution leading to the formation of a BH-BH merger
similar to GW150914 in mass and time. A massive binary star (96 + 60 M!) is formed in the
distant past (2 billion years after Big Bang; z ! 3.2) and after five million years of evolution
forms a BH-BH system (37 + 31 M!). For the ensuing 10.3 billion years this BH-BH system
is subject to angular momentum loss, with the orbital separation steadily decreasing, until the
black holes coalesce at redshift z = 0.09. This example binary formed in a low metallicity
environment (Z = 3% Z!). 27

Belczynski+2016

Main-sequence binary star

First evolves to supergiant:  
Roche-lobe overflow, mass transfer

First goes supernova and forms a BH 
Is it still a binary?

Second evolves to supergiant:  
common envelope
Must be efficient… Critical stage to bring the 
separation down! 
… but not too much: is it still a binary?

Second goes supernova and forms a BH 
Is it still a binary?

Inspiral, merger, ringdown and LIGO

1.

2.

3.

4.

5.
6.



Dynamical assembling:  
cluster evolution Belczynski et al 2016

Dense stellar clusters, many three body interactions

Dynamical friction: heavy objects sink towards the center 

Soft binaries become softer, hard binaries become harder

1.
2.
3.

2

2. FORMING HEAVY BBHS IN GCS

We extract from our 48 models all the binaries that
appear similar to GW150914. We start by looking at any
BBH whose source-frame component and chirp masses
fall within the 90% credible regions for GW150914
(m1 = 35.7+5.4

�3.8M�, m2 = 29.1+3.8
�4.4M�, and Mc =

27.9+2.1
�1.7M�, from The LIGO Scientific Collaboration &

The Virgo Collaboration 2016b). This corresponds to
a total of 262 BBHs from 40 of the 48 GC models, 259
of which merge outside the cluster. We assume all GCs
formed ⇠ 12 Gyr ago (at z ' 3.5, consistent with GCs
in the Milky Way, although other galaxies, such as the
Large and Small Magellanic Clouds, have significantly
younger GC populations). Of the 8 GC models that
do not contribute BBHs with masses like GW150914,
4 have disrupted before 12 Gyr and are exlcluded from
our analysis, and the remaining 4 have low initial N and
lower number of initial BHs. The remaining 40 GC mod-
els contribute roughly equal numbers of GW150914-like
BBHs (when normalized to the number of initial stars
in each model). Our models show a strong dependence
on metallicity, with the Z = 0.05Z� and 0.01Z� models
contributing nearly 3 and 5 times as many BBHs as the
Z = 0.25Z� models, respectively.
We then define a true GW150914 progenitor to be

the subset of these 262 binaries that merge between 7
and 13 Gyr after GC formation, corresponding to merg-
ers that occur in the local universe (z < 0.5). We
find 14 such systems across our 48 models, all of which
were ejected from the cluster prior to merger. Of these
14, we find that 10 originate from 5 GC models with
similar initial conditions, corresponding to GCs with
lower metallicities (0.05Z� and 0.01Z�, typical for the
low-metallicity clusters in most galaxies), large masses
(N = 1 ⇥ 106 and 2 ⇥ 106 initial particles, correspond-
ing to final masses of 3⇥ 105M� to 6⇥ 105M� today),
and typical virial radii (Rv = 2 pc). That these binaries
(and the majority of all 262 GW150914-like BBHs) form
from low metallicity and massive clusters is unsurpris-
ing: lower metallicities yield less e↵ective stellar winds
(Vink 2011), reducing the amount of mass that is lost
before a massive star collapses, and producing “heavy”
BHs like the observed components of GW150914 (Bel-
czynski et al. 2010; Mapelli et al. 2013; Spera et al.
2015). Furthermore, massive clusters produce a larger
number of BHs, which enhances the dynamical produc-
tion of BBHs.
The preference for clusters with larger virial radius (2

pc versus the more compact 1 pc clusters) arises from the
need for long inspiral times. Binaries with total masses
of ⇠ 60M� are more massive than the average stellar or
BH mass in the cluster, and are typically ejected within
the first few Gyrs of a cluster’s evolution. However, since

Figure 1. Interaction diagram showing the formation history
for two GW150914 progenitors in a single GC model. From
top to bottom, the history of each individual BH that will
eventually comprise a GW150914-like binary is illustrated,
including all binary interactions. The legend shows the var-
ious types of gravitational encounters included in our GC
models (with the exception of two-body relaxation). In each
interaction, the black sphere represents the GW150914 pro-
genitor BH, while the blue and red spheres represent other
BHs (and stars) in the cluster core.

Rodriguez+2016A. Geller

Key point: stellar 
evolution is 
separate! They 
meet, swap, 
meet again, etc…



AGN disks: “planetary” migration
Gaseous disks sourrounding supermassive BHs in active galactic nuclei

A binary of stellar-mass BHs ends up there (formed there? captured there?)

Induced wakes, gravitational torques, migration

1.
2.
3.

4 Li et al.

Figure 1. Snapshots for the gas surface density in Model A at 500 COM orbits. From left to right, each panel zooms in
closer to the BBH. The dashed white circle shows the BBH Hill radius. Overlaid arrows show the gas velocity streamline in the
co-moving frame of the BBH COM. The dashed red circles in the right panel correspond to the softening scale for each BH.

Table 1. Model parameters and binary evolution

Model a0 ✏ accretion prograde/ Comments

(r0) (a0) retrograde

A 0.02 0.08 on prograde outspiraling

Ar 0.02 0.08 ona prograde outspiraling

B 0.02 0.4 on prograde inspiraling

C 0.02 0.2 on prograde outspiraling

D 0.02 0.08 o↵ prograde outspiraling

E 0.04 0.04b on prograde outspiraling

F 0.04 0.2b on prograde inspiraling

G 0.04 0.04b on retrograde inspiraling

H 0.04 0.2b on retrograde inspiraling

Note— a A smaller removal rate of 0.1⌦bh,i and a larger
radial domain of r ⇠ [0.3, 4] for the BBH is adopted to test
the e↵ect of binary accretion.
b We keep the same physical length of gravitational softening
as Model A or B. For the first five Models (A, Ar, B, C & D),
a0 = 0.18 RH, while for the remaining Models a0 = 0.36 RH.

the disk is nearly indistinguishable from a single large
mass planet (cf. Dempsey et al. 2020). On smaller scales,
the gas streamlines reveal that gas circulates around the
BBH COM. Based on this, there is a clear “CBD” region
just inside RH. This is di↵erent from the viscously con-
trolled CBD in isolated binary simulations (e.g., Tang
et al. 2017; Muñoz et al. 2019), as the existence of the
central SMBH drives large-scale spiral arms that feed
the CBD.
Zooming even closer in to the binary shows clear

CSDs. With such a small softening for Model A, the
CSD around each BH is properly resolved by our high
resolution, and contains several spiral arms. In particu-
lar, the inter-spiral arm connecting the two BHs is quite
prominent, as are the two trailing spiral arms that con-

nect to the large scale spirals through the CBD region.
There is not a sharp cavity around the CSD region as
shown in many isolated binary simulations (e.g., Tang
et al. 2017; Muñoz et al. 2019), which is probably due
to the shallow depth of the gap carved by the BBH.

3.2. Binary Dynamics

In Figure 2, we show the time evolution of the BH-
BH and BBH-SMBH orbits for Model A. The orbit of
the BH-BH binary is characterized by the semi-major
axis abin and eccentricity ebin, while the BBH-SMBH
binary has semi-major axis acom and is circular through-
out its evolution. After release, abin increases with time
as shown in the upper panel. This is consistent with
many recent isolated binary simulations (Miranda et al.
2017; Moody et al. 2019; Muñoz et al. 2019, 2020; Du↵ell
et al. 2020; Tiede et al. 2020). The shaded region shows
the instantaneous separation between the two BHs. We
can see that after ⇠ 1250 COM orbits, the BBH’s eccen-
tricity is strongly excited to ebin ⇠ 0.5 until the binary
dissolves at ⇠ 1500 orbits.
In contrast to Model A, in the large softening case

of 0.4 a0 (Model B), the binary gradually inspirals at
near zero eccentricity until it reaches the softening scale
and stalls (as seen in e.g., Baruteau et al. 2011). For
this case, the COM migration rate is similar to a single
q = 4 ⇥ 10�3 planet (e.g., Chen et al. 2020b). This
suggests that the global migration is mainly controlled
by the torque far beyond the binary’s CBD region.
To explore the e↵ect of the binary release on the sepa-

ration evolution, we show the long-term evolution rate of
ȧbin/abin contributed by the gaseous disk in the fourth
panel of Figure 2, which is defined as

ȧbin

abin
= � "̇bin

"bin
, (3)

4. Maybe migration traps?

Lin+ 2021
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Figure 4. The left-hand panel shows compact object masses (mCO) from GW detections in O1 and O2, with the black
squares and error bars representing the component masses of the merging black holes and their uncertainties, and red triangles
representing the mass and associated uncertainties of the merger products. The horizontal green line shows the 99th percentile of
the mass distribution inferred from the Model B PPD. In the right-hand panel, the predicted compact-object mass is shown as a
function of the zero-age main sequence mass of the progenitor star (mZAMS) and for four di↵erent metallicities of the progenitor
star (ranging from Z = 10�4 to Z = 2⇥ 10�2, Spera & Mapelli 2017). This model accounts for single stellar evolution from the
PARSEC stellar-evolution code (Bressan et al. 2012), for core-collapse supernovae (Fryer et al. 2012), and for pulsational-pair
instability and pair-instability supernovae (Woosley 2017). The shaded areas represent the lower and upper mass gaps. There
is uncertainty as to the final product of GW170817. It is shown in the left-hand panel to emphasize that BNS mergers might
fill the lower gap.

tribution:

p(m1,m2) /
1

m1m2
, (16)

subject to the same mass cuto↵s 5M� < m2 <
m1 < 50M� as the fixed power-law population. Both
the power-law and flat-in-log populations assume an
isotropic and uniform-magnitude spin distribution
(↵a = �a = 1). These two fixed-parameter populations
are used to estimate the population-averaged sensitive
volume hV T i with a Monte-Carlo injection campaign
as described in Abbott et al. (2018), with each popu-
lation corresponding to a di↵erent hV T i because of the
strong correlation between the mass spectrum and the
sensitive volume. Under the assumption of a constant-
in-redshift rate density, these hV T i estimates yield two
di↵erent estimates of the rate: 57+40

�25 Gpc�3 yr�1for
the ↵ = 2.3 population, and 19+13

�8.2 Gpc�3 yr�1for the
flat-in-log population (90% credibility; combining the
rate posteriors from the two analysis pipelines).

The two fixed-parameter distributions do not incor-
porate all information about the mass, mass ratio, spin
distribution, and redshift evolution suggested by our ob-
servations in O1 and O2. In this section, rather than fix-
ing the mass and spin distribution, we estimate the rate
by marginalizing over the uncertainty in the underlying
population, which we parameterize with the mass and
spin models employed in Sections 3 and 5. When carry-
ing out these analyses, it is computationally infeasible
to determine V T (⇠) for each point in parameter space
with the full Monte-Carlo injection campaign described
in Abbott et al. (2018), so we employ the semi-analytic
methods described in Appendix A. Furthermore, while
the rate calculations in Abbott et al. (2018) incorporate
all triggers down to a very low threshold and fit the num-
ber of detections by modeling the signal and background
distributions in the detection pipelines (Farr et al. 2015;
Abbott et al. 2016f), in this work we fix a high detection
threshold Abbott et al. (2018), which sets the number

• Lower mass gap: between BHs and NSs 
• Upper mass gap: supernova instabilities

LVC 2018

Mass predictions: the gaps

Neutron stars 

Lower mass gap 

BHs 

Upper mass gap 

More BHs? 
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Figure 2. Mass of final BH as a function of the CO core mass, for di↵erent metallicities. Circles denote models that underwent
at least one pulse, pluses evolved to directly CC, and crosses undergo a PISN. The left blue region denotes where models undergo
CC, the middle green region denotes PPISN, while the right yellow region denotes PISN, as determined by stars with Z = 10�5.
Points in the right panel show the current median mass estimates for the double compact objects detected by LIGO/VIRGO
with their 90% confidence intervals (Abbott et al. 2018a). Dashed horizontal lines emphasize the maximum spread in the
locations for the edge of the BH mass gap, or in other words the spread in the maximum BH mass below the PISN BH mass
gap.

5. PHYSICS DEPENDENCE OF THE GAP

In figure 4, we show the variations in the BH mass
distribution for multiple assumptions of stellar physics,
varied within either their theoretical or experimentally
derived uncertainties. Each model is computed at a fixed
metallicity of Z = 10�3, with only one parameter varied
in each model.

5.1. Wind prescription

Figure 4(a) shows the e↵ect of di↵erent mass loss pre-
scriptions on the CO-BH mass distribution. Overall the
di↵erence in masses between the di↵erent prescriptions
(and ⌘ values) is small. The di↵erent prescriptions bi-

furcate into two groups, those where MBH,max ⇡ 44M�
(H⌘ = 0.1 and N&L⌘ = 0.1) and those with MBH,max ⇡
48M� (Ṁ = 0.0,N&L⌘ = 1.0, and T (with both ⌘0s)).
The models producing smaller maximum BH masses,
also shift their transition to PISN to smaller CO core
masses. These models lose more mass via winds and
come from MHe,int ⇡ 64M�. The second group, which
make MBH,max ⇡ 48M� , come from MHe,int ⇡ 58M�
cores and lose less mass via winds. As the strength of
mass loss increases, either though changing the wind
prescription or increasing the metallicity, the CO-BH
mass distribution flattens and decreases the maximum
BH mass. There is no set of models (H) with ⌘ = 1.0

Pair-instability supernovae

Farmer+ 2019

Heger  Woosley 2002, Belczynski+ 2016, 
Woosley+ 2017, Spera Mapelli 2017, 
Marchant+ 2018,  Stevenson+ 2019

1.    Electron-positron production 
2.    Radiation pressure drops 
3.    Core contracts 
4.    Temperature goes up 
5.    Explosive oxygen burning 
6.    Entire star is gone (PISN) 
7.    Repeated pulsations (PPISN)

As the mass of the core increases: 

This limit is very solid… 
…maybe 

Belczynski+ 2019

Farmer+ 2019

Can we bypass stars and 
use black holes?

GW events
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Recent LB-1                     ? 
Liu+ 2019

BH forbidden for  
M & 50M�
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Within our reach!
LIGO is more sensitive at high masses  
If big black holes are there, we see them! 
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FIG. 11. Stellar-mass BH binary horizon redshifts zh for ground- and space-based GW detectors as a function of the BH
masses m1 > m2. Top panels are produced assuming LIGO at design sensitivity and the proposed third-generation detection
Cosmic Explorer, together with the standard threshold ⇢thr = 8. Bottom and middle panels show results for the LISA space
mission, assuming different mission duration of Tobs = 4, 10 yr and SNR thresholds ⇢thr = 4, 8. For simplicity, here we assume
nonspinning sources.

DG+ 2019

LIGO’s horizon redshift 

Latest LIGO population fit 

LVC 2020

Already strong evidence in current data 
Fishback Holz 2017, Talbot Thrane  2018,   
Wysocki+ 2018,  Roulet Zaldarriaga 2018.
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Figure 3. Astrophysical primary black hole mass distribution for the Truncated, Broken Power Law, Power Law +
Peak and Multi Peak models. The solid curve is the posterior population distribution (averaging over model uncertainty)
while the shaded region shows the 90% credible interval. Note that while the median rate is always inside the credible region, the
solid curve represents the mean, which can be outside the credible region. Top (navy) is the Truncated model, second from the
top (green) is the Broken Power Law model, third from the top (blue) is for the Power Law + Peak model, and bottom
(red) is for the Multi Peak model. The Truncated model is disfavored compared to the three latter models that predict a
feature at ⇠ 40 M�: a break in the mass spectrum in the Broken Power Law model or additional Gaussian peaks in the
Power Law + Peak and Multi Peak models. The vertical grey bands show 90% credible bounds on the locations of these
additional features.
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Figure 3. Astrophysical primary black hole mass distribution for the Truncated, Broken Power Law, Power Law +
Peak and Multi Peak models. The solid curve is the posterior population distribution (averaging over model uncertainty)
while the shaded region shows the 90% credible interval. Note that while the median rate is always inside the credible region, the
solid curve represents the mean, which can be outside the credible region. Top (navy) is the Truncated model, second from the
top (green) is the Broken Power Law model, third from the top (blue) is for the Power Law + Peak model, and bottom
(red) is for the Multi Peak model. The Truncated model is disfavored compared to the three latter models that predict a
feature at ⇠ 40 M�: a break in the mass spectrum in the Broken Power Law model or additional Gaussian peaks in the
Power Law + Peak and Multi Peak models. The vertical grey bands show 90% credible bounds on the locations of these
additional features.
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Note: this is not an astro model! 



Spin predictions

K. Belczynski et al.: BH-BH e↵ective spins, masses and rates
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Fig. 17. Detection weighted BH-BH merger total intrinsic (not red-
shifted) mass for models with di↵erent assumptions on wind mass
loss and common envelope development: M50.B (weak stellar winds
and optimistic CE), M50.B (weak stellar winds and pessimistic CE),
M30.B (strong stellar winds and pessimistic CE). For comparison, we
also show LIGO/Virgo O1/O2 mean total mass estimates and their 90%
confidence limits. Note that although no model seems to reproduce the
observed LIGO/Virgo BH-BH total mass distribution, one can expect
that some interplay of several parameters (winds, CE, PPSN, Z(z)) may
possibly in future reproduce the shape of the observed distribution. For
example, stronger PPSN and higher Z(z) (not shown here) will tend to
shift the highest BH masses to lower values. This calls for further pa-
rameter study calculations.

with a peak at: �e f f ⇠ 0.15 (⇠ 80%) and a tail with �e f f & 0.25
(27%). This is because in this variation about 1/3 of systems are
subject to significant tidal spin-up of at least one binary compo-
nent and they produce large BH spins. The tail shows a signifi-
cant drop beyond �e f f & 0.6. Systems with 0.25 . �e f f . 0.6
are these in which only one binary component was subject to
tidal spin-up, while systems with �e f f & 0.6 are those with both
binary components being subject to tidal spin-up in close WR-
WR binaries.

In Figure 20 we present the e↵ective spin distribution for
model M40.B that employs Fuller BH natal spins. We also show
two versions of this model: one without e�cient WR tides and
one with the tides. The distribution is very narrow: �0.1 .
�e f f . 0.1 and is peaked at positive values: average �e↵ = 0.05.
This comes directly from the assumption of very low natal BH
spins: aspin = 0.01 (see eq. 5). For such a low value of natal
BH spins, the e↵ective spin of BH-BH mergers is �e↵ ⇠ 0. Bi-
nary accretion onto the second-born BH spreads e↵ective spins
to �e↵ ⇠ 0.1, while small natal kicks applied to some (low-mass)
BHs in this model create a tail extending to low negative values
�e↵ ⇠ �0.1. For e�cient "WR tides" the distribution is broad:
�0.5 . �e f f . 1.0 with a peak at �e f f ⇠ 0.05 (⇠ 78%) and a tail
with �e f f & 0.25 (22%).

In Figures 21 and 22 we present the e↵ect of high BH natal
kicks on the e↵ective spin distributions in models that employ
MESA and Fuller BH natal spins. For MESA BH natal kicks
we use two models: M30.B (fallback-decreased natal kicks: low-
to-no BH kicks), and M33.B (high natal kicks, independent of
BH mass, drawn from a 1D Maxwellian distribution with � =
265 km s�1). Note that the average e↵ective spin decreases from
model M30.B: �e↵ = 0.15 to model M33.B: �e↵ = 0.04. This
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Fig. 18. Detection weighted distribution of e↵ective spin parameter
of BH-BH mergers for model M20.B (fallback decreased BH kicks;
no BH kicks for massive BHs) and M23.B (high BH natal kicks with
1D � = 265 km s�1 for all BHs) with Geneva mildly e�cient angular
momentum transport. Note that both distributions peak at high values
(�e↵ ⇠ 0.9). Natal kicks decrease the e↵ective spin parameter (average
�e↵ = 0.3; M23.B) as compared to model with almost no BH kicks (av-
erage �e↵ = 0.7; M20.B). For comparison we show the 90% credible
limits (blue arrows) and the most likely values (blue stars) of the e↵ec-
tive spin parameter for ten LIGO/Virgo BH-BH mergers. Although we
can recover all the reported values, the predicted peak of �e↵ distribu-
tion is not coincident with the current LIGO/Virgo data. It indicates that
BHs have typically lower spins than resulting from the Geneva model
for BH natal spins, or that the detected BH-BH mergers are not formed
in the classical isolated binary evolution.

is an e↵ect of the natal kicks that tend to misalign BH spins
and lower the e↵ective spin. For Fuller BH natal kicks we use
two models: M40.B (fallback-decreased natal kicks), and M43.B
(high natal kicks). We also note that the average e↵ective spin
decreases with increasing natal kicks: from model M40.B: �e↵ =
0.05 to model M43.B: �e↵ = 0.004.

4. Discussion

4.1. Angular Momentum Transport in Massive Stars

In this section we discuss the dependence of the final angular
momentum of the star at core collapse on angular momentum
transport prescriptions and initial (ZAMS) rotation rate.

In order to evaluate the dependence of the final angular
momentum on angular momentum transport prescriptions and
initial rotation rate, we ran three additional 32 M� models at
a metallicity of Z = 0.002: a slow initial rotation (Vini =
100 km s�1) non-magnetic (“noTS”, where TS stands for the
Tayler-Spruit dynamo) model with both the Geneva and MESA
code as well as a slow initial rotation (Vini = 100 km s�1) mag-
netic (“TS”) model with the MESA code. The specific angular
momentum profile of these models at the end of core He-burning
are shown in Figure 23. The helium core, which will form the
bulk of the black hole, extends from the center to about 12 M�
in all the models plotted. For comparison, we also show the spe-
cific angular momentum profiles for our two fast initial rotation
models (Vini/Vcrit = 40% : Vini ⇡ 340 km s�1) for 32 M� star
with Z = 0.002 calculated with MESA-TS and Geneva no-TS
assumptions. Note that these two fast models are used to calcu-
late BH spin magnitudes employed in our population synthesis
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Fig. 19. Detection weighted distribution of the e↵ective spin parame-
ter of BH-BH mergers for model M30.B with MESA e�cient angular
momentum transport and fallback decreased BH kicks (no BH kicks for
massive BHs). We either do not allow for e�cient tidal spin-up of WR
stars that are the most common immediate progenitors of BHs in our
models (natal BH spin is calculated directly from MESA stellar mod-
els), or we take it into account (natal BH spin is then calculated as de-
scribed in Sec. 2.5 if the WR star progenitor was subject to an e�cient
tidal spin-up). For the "no WR tides" approach we find a rather narrow
distribution of e↵ective spins (�0.2 . �e f f . 0.2) that is peaked at
positive values (average �e↵ = 0.15). For e�cient "WR tides" the distri-
bution is broad (�0.5 . �e f f . 1.0) with a peak at �e f f ⇠ 0.15 (⇠ 73%)
and a tail with �e f f & 0.25 (27%). For comparison we show the 90%
credible limits (blue arrows) and the most likely values (blue stars) of
the e↵ective spin parameter for ten LIGO/Virgo BH-BH mergers.

calculations (and that are referred to as MESA BH spins and
Geneva BH spins).

Comparing various models, we see the following dependen-
cies:

1. Comparing the magnetic slow and fast rotation MESA mod-
els (dashed red and purple lines, respectively), we see that
they end with a very similar final angular momentum (aspin =
0.084 and aspin = 0.087 for the slow and fast rotation mod-
els, respectively4). There is thus very little dependence on the
initial velocity in magnetic models. This is due to a weaker
magnetic instability (and thus less e�cient angular momen-
tum transport) in slower rotation models. We would thus ex-
pect slower rotation magnetic models to have a very similar
final angular momentum content as the fast models listed in
Table 6.

2. Comparing the magnetic (MESA slow and fast rotation;
dashed red and purple lines) and non-magnetic models
(MESA and GENEVA no-TS slow rotation and GENEVA
fast rotation no-TS models; blue, green and orange lines),
we see that the non-magnetic models have final angular mo-
menta that are more than a factor of 10 higher than the mag-
netic models (the angular momentum profile of the MESA
fast rotation TS model multiplied by a factor of 10 is shown
to facilitate the comparison; brown line). This means that
for the “lower” end of the massive star range, non-magnetic
models predict BHs rotating near or above critical rotation
(aspin & 0.9).

4 The values of dimensionless spun parameter, correspond to a specific
angular momentum of Fig. 23 ⇠ 4.54 ⇥ 1015 cm2/s; see Eq. (2).
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Fig. 20. Detection weighted distribution of the e↵ective spin parameter
of BH-BH mergers for model M40.B with Fuller super-e�cient angular
momentum transport and fallback decreased BH kicks (no BH kicks for
massive BHs). We either do not allow for the e�cient tidal spin-up of
WR stars that are the most common immediate progenitors of BHs in
our models (natal BH spin is calculated directly from MESA stellar
models), or we take it into account (natal BH spin is then calculated
as described in Sec. 2.5 if the WR star progenitor was subject to an
e�cient tidal spin-up). For the "no WR tides" approach we find very
narrow distribution of e↵ective spins (�0.1 . �e f f . 0.1) that is peaked
at positive values (average �e↵ = 0.05). For e�cient "WR tides" the
distribution is broad (�0.5 . �e f f . 1.0) with a peak at �e f f ⇠ 0.05
(⇠ 78%) and a tail with �e f f & 0.25 (22%). For comparison we show
90% credible limits (blue arrows) and the most likely values (blue stars)
of e↵ective spin parameter for ten LIGO/Virgo BH-BH mergers.
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Fig. 21. Detection weighted distribution of the e↵ective spin param-
eter of BH-BH mergers for model M30.B with fallback decreased na-
tal kicks (low natal BH kicks for low-mass BHs, and no natal kicks
for high-mass BHs) and for model M33.B with high natal kicks (all
BHs, independent of mass, are subject to natal kicks drawn from a 1D
Maxwellian distribution with� = 265 km s�1). Note that the average ef-
fective spin decreases from model M30.B (�e↵ = 0.15) to model M33.B
(�e↵ = 0.04) as an e↵ect of natal kicks that tend to misalign BH spins
and lower the e↵ective spin (see eq. 1). For comparison we show the
90% credible limits (blue arrows) and the most likely values (blue stars)
of the e↵ective spin parameter for ten LIGO/Virgo BH-BH mergers.

Article number, page 20 of 41

 
Belczynski, DG+ 2020

Extremely sensitive to details
• Core-envelope interactions in massive stars 
• Tidal realignment in the Wolf-Rayet phase 
• Supernova kicks 
• Mass transfer 
• Relativistic precession till merger 
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Sets the lenght of the waveform
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Spin directions are not constant!
Just considering supernova kicks and tides:
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FIG. 10. Evolution of the spin orientations along the lives of BH-binary progenitors detectable by LIGO. The top (bottom)
subpanel in each plot shows the tilt ✓1 (✓2) of the object forming the more (less) massive BH. All binaries are aligned before the
first supernova (SN1), which imparts a first tilt to both spins. Tidal interactions can realign one of the spins in between the two
explosions. The second kick (SN2) sets the spin misalignment angles at BH-binary formation. These orientations then evolve
under the influence of relativistic spin-spin and spin-orbit couplings until they become detectable in GWs (roughly at fGW = 20
Hz). At each stage, the median of the distribution is marked with a red line; the blue boxes (bars) include 50% (90%) of the
detection rate. Thin gray lines show individual evolutionary tracks for the 100 binaries with the highest detection rates in each
sample.
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FIG. 10. Evolution of the spin orientations along the lives of BH-binary progenitors detectable by LIGO. The top (bottom)
subpanel in each plot shows the tilt ✓1 (✓2) of the object forming the more (less) massive BH. All binaries are aligned before the
first supernova (SN1), which imparts a first tilt to both spins. Tidal interactions can realign one of the spins in between the two
explosions. The second kick (SN2) sets the spin misalignment angles at BH-binary formation. These orientations then evolve
under the influence of relativistic spin-spin and spin-orbit couplings until they become detectable in GWs (roughly at fGW = 20
Hz). At each stage, the median of the distribution is marked with a red line; the blue boxes (bars) include 50% (90%) of the
detection rate. Thin gray lines show individual evolutionary tracks for the 100 binaries with the highest detection rates in each
sample.
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Redshifts
Star observations show that the  
star formation rate peaks at z~2

Madau Dickinson 2014

from the ratio of FIR to observed (uncorrected) FUV luminosity densities (Figure 8) as a

function of redshift, using FUVLFs from Cucciati et al. (2012) and Herschel FIRLFs from
Gruppioni et al. (2013). At z < 2, these estimates agree reasonably well with the measure-

ments inferred from the UV slope or from SED fitting. At z > 2, the FIR/FUV estimates

have large uncertainties owing to the similarly large uncertainties required to extrapolate
the observed FIRLF to a total luminosity density. The values are larger than those for

the UV-selected surveys, particularly when compared with the UV values extrapolated to

very faint luminosities. Although galaxies with lower SFRs may have reduced extinction,
purely UV-selected samples at high redshift may also be biased against dusty star-forming

galaxies. As we noted above, a robust census for star-forming galaxies at z ! 2 selected
on the basis of dust emission alone does not exist, owing to the sensitivity limits of past

and present FIR and submillimeter observatories. Accordingly, the total amount of star

formation that is missed from UV surveys at such high redshifts remains uncertain.

Figure 9: The history of cosmic star formation from (top right panel) FUV, (bottom right panel) IR,
and (left panel) FUV+IR rest-frame measurements. The data points with symbols are given in Table
1. All UV luminosities have been converted to instantaneous SFR densities using the factor KFUV =
1.15 ! 10!28 (see Equation 10), valid for a Salpeter IMF. FIR luminosities (8–1,000µm) have been
converted to instantaneous SFRs using the factor KIR = 4.5 ! 10!44 (see Equation 11), also valid for a
Salpeter IMF. The solid curve in the three panels plots the best-fit SFRD in Equation 15.

Figure 9 shows the cosmic SFH from UV and IR data following the above prescriptions,

as well as the best-fitting function

!(z) = 0.015
(1 + z)2.7

1 + [(1 + z)/2.9]5.6
M! year"1 Mpc"3. (15)

These state-of-the-art surveys provide a remarkably consistent picture of the cosmic SFH:

a rising phase, scaling as !(z) " (1 + z)"2.9 at 3 #
< z #

< 8, slowing and peaking at some
point probably between z = 2 and 1.5, when the Universe was # 3.5 Gyr old, followed by

48 P. Madau & M. Dickinson

4

the log of the merger rate can be described by a piecewise-
constant function over K = 29 redshift bins. To ensure
there are enough samples in each bin, we choose the
bins in the following way: 0  z < 0.32 for the first bin,
while the remaining bins are uniformly distributed in
log(1 + z) with z 2 [0.32, 15) so that the log of merger
rate is

logRm =

8
>>>>>>>><

>>>>>>>>:

n1 0  z < z1

. . .

ni zi�1  z < zi

. . .

nK zK�1  z < zK

, (8)

and we treat the per-bin merger rates, ni, as parameters,
�, in Eq. 7. We apply a squared-exponential Gaussian-
Process prior on the ni, which has a covariance kernel of

Cov (ni, nj) = �2 exp

"
�1

2

✓
zi�1/2 � zj�1/2

l

◆2
#
, (9)

with zi�1/2 = (zi � zi�1) /2 the midpoint of the ith
redshift bin. We treat the variance of the ni, �2, and
the correlation length in redshift space, l, as additional
parameters in the fit. The squared-exponential Gaussian
Process prior enforces the smoothness of the merger rate
on scales that are comparable to or larger than l (which
may be much larger than the bin spacing if the data
support it), and guards against over-fitting when K is
large (Foreman-Mackey et al. 2014).
The results for this fit are shown in Fig. 2, where

for each true synthetic population we show the median
posterior on the piecewise-constant dN/dVcdtd, together
with 68% and 95% (1- and 2-sigma) credible intervals.
We see that the unmodeled GP method pinpoints the
merger rates so precisely that all four distributions are
clearly distinguishable; near z ⇠ 2 the uncertainty in the
measured merger rate is ⇠ 3%. At moderate redshifts,
z < 4, the uncertainties are smaller than the separation
between di↵erent populations. At larger redshifts the
measurement becomes more uncertain, and overlaps exist.
This is due to a combination of two e↵ects: from one side,
fewer sources merge, and hence are detected, at those
redshifts; from the other, the uncertainty in their mea-
sured redshift is higher. The advantage of this approach
over a more rigid parameterization of the merger rate
is that it can fit any su�ciently smooth merger rate; a
disadvantage is that we learn nothing individually about
the time-delay distribution or the star formation rate,
since it they are completely degenerate in this flexible
model.
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Figure 2. Posterior on the volumetric merger rate density
calculated using an unmodeled approach. The dashed lines
are the true rates under the four possible time delay distribu-
tions we consider. Full lines give the median measurement,
while the bands report the 68% and 95% credible intervals.
Near the peak z ⇠ 2 the uncertainty in the rate estimate
is ⇠ 3% for ⌧ = 0.1Gyr, 1Gyr and flat-in-log models. The
uncertainty rises to 10% in ⌧ = 10Gyr model around the peak
z ⇠ 1, as the total number of events is 10 times smaller than
the numbers in other models. The small systematic o↵set for
the flat-in-log and prompt data sets is likely due to a 100Myr
lower limit on the delay time imposed for numerical stability;
see the corresponding discussion in the parameterized model
results.

Next, we want to verify how well we can measure
the characteristic parameters of the SFR and time-delay
distribution assuming we know their functional forms.
For this analysis, we take the MD SFR and the ex-

ponential time-delay distribution as models, treating
the parameters ↵, �, C, as well as the time-delay scale
⌧ as unknowns. We then calculate the posterior for
�MD = {↵,�, C, ⌧} with Eq. 7. Note that our param-
eterized model is inconsistent with the flat-in-log data-
generating model no matter what value of ⌧ is used.
We use log-normal priors with a width of ' 0.25 in

the log for ↵,� and C, reflecting an approximation to
the uncertainty in the determination of the SFR (Madau
& Dickinson 2014). For ⌧ , we use a width of 2 in log
to cover the whole dynamical range from 0.1 Gyr to
10 Gyr. The uncertainties are large enough that the
posterior distributions are not truncated by the prior;
even with only three months of data we obtain meaningful
constraints on the SFR parameters at the few percent
level and the time delay at a few tens of percent in
all models. We place a lower bound on the time-delay
parameter ⌧ � 100Myr in order to ensure numerical
stability in our computation of the integral in Eq. (2).
This results in some discrepancy between the fit and the
data-generating distribution for the “prompt” data set;
the prompt data is recovered in the limit ⌧ ! 0, but as

But the observable depens on the delay 
time betwen formation and merger

Vitale+ 2018

Deeply entangled with 
the formation model

6 Santoliquido et al.

Figure 2. The thick lines show the evolution of the merger
rate density of BBHs RBBH(z) in the comoving frame, cal-
culated as explained in section 2.1, for BBHs that formed in
young star clusters (red solid line) and isolated binaries (blue
dashed line). The shaded areas represent 50% of all realiza-
tions (between the 75% percentile and the 25% percentile).
The black solid thin line is the SFR density (from equation
2). The gray shaded area shows the 90% credible interval
for the local BBH merger rate density, as inferred from the
LVC (Abbott et al. 2019a,b). The width of the gray shaded
area on the x�axis corresponds to the instrumental horizon
obtained by assuming BBHs of mass (10 + 10) M� and O2
sensitivity (Abbott et al. 2018).

The merger rate density of BBHs (both in young
star cluster and isolated binaries) grows with redshift (a
merger rate density uniform in comoving volume would
be an horizontal line in the plot), peaks at z ⇠ 1.5�2.5,
and finally drops at z > 2.5. This trend is mostly de-
termined by the cosmic SFR density, which peaks at
z ⇠ 2, convolved with the delay time and the metallic-
ity dependence. These results are fairly consistent with
previous papers, which consider di↵erent population-
synthesis models, metallicity evolution and SFR evolu-
tion with redshift (e.g. Dominik et al. 2013; Belczynski
et al. 2016; Mapelli et al. 2017; Mapelli & Giacobbo
2018; Artale et al. 2019; Neijssel et al. 2019; Tang et al.
2020).
At z = 0, the median values of the merger rate den-

sity of BBHs formed dynamically in young star clus-
ters (hereafter, dynamical BBHs) and the one of iso-
lated BBHs are RBBH ⇠ 67 and 49 Gpc�3 yr�1, respec-
tively. Both values are consistent with the ones inferred
from O1 and O2 (Abbott et al. 2019b). The median
merger rate of dynamical BBHs is higher than the one
of isolated BBHs up to z ⇠ 4 (see Table 1 for more
details). This trend can be interpreted by looking at

Figure 3. Same as Figure 2 for BHNSs. The gray box is the
upper limit inferred from LVC data (Abbott et al. 2019a).

the merger e�ciency (Figure 1): around solar metal-
licity, the dynamical channel is more e�cient than the
isolated channel. Hence, we expect a higher number of
dynamical BBH mergers with short delay time in the
local Universe, where metallicity is higher. In contrast,
the merger e�ciency of dynamical BBHs formed from
metal-poor stars (Z = 0.002) is a factor of ⇠ 2 lower
than the one of isolated BBHs with the same metallic-
ity. Hence, isolated binaries are associated with a higher
merger rate from very metal-poor systems.
The MRD of isolated BBHs increases by a factor of ⇠

1.8 from local Universe up to z = 1, and then it grows up
faster from redshift z = 1 to redshift z = 2 (Table 1). On
the other hand, the MRD of dynamical BBHs increases
almost with the same trend from z = 0 to z ⇠ 2 (i.e.
without a change of slope at redshift z ⇠ 1). The main
reason for the change of slope in the MRD of isolated
BBHs is again the stronger dependence of the merger
e�ciency on metallicity. In the isolated model, most
mergers at redshift z < 1 are due to BBHs that formed
at higher redshift in lower metallicity environments (Z ⇠
0.0002) and have a long delay time (Mapelli et al. 2017,
2018).
The uncertainty on MRDs resulting from cosmic SFR

and metallicity evolution is large, especially for the iso-
lated scenario. For isolated BBHs, the 50% credible in-
terval spreads over more than one order of magnitude
between redshift 0 and 4. The 50% credible interval
for the MRD of dynamical BBHs is contained within
the credible interval of isolated BBHs. The 50% credi-
ble interval is smaller for dynamical BBHs, because the
merger e�ciency is less sensitive to metallicity in the
dynamical scenario than in the isolated one (Figure 1).

Santoliquido+ 2020

Mapelli+ 2019,  Safarzadeh Berger 2019

Redshift cutoff? 
Maybe, but careful 

with the errors 
even in 3G Population 3 stars?

Belczynski+ 2016 Ng+ 2020



Outline
1. We understand stars form black holes 
2. We (kind of) understand stars form black hole binaries 
3. Masses and spins 
4. How to fill the gaps



Orthogonal, but complementary, direction 
to the usual field vs. cluster debate

1g BH 1g BH

1g BH 1g BH

2g BH

1g BH 1g BH

2g BH

1g BH 1g BH
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1g+2g event1g+1g event 2g+2g event

1g BH

redshift z

redshift z

redshift z

redshift z̃

redshift z̃1

redshift z̃2

Black hole generations
DG Berti 2017 



An explosion of new predictions
• Masses in the pair-instability 

mass gap 

• Peculiar spin distribution 
peaked at 0.7  

• But GW kicks impose large 
escape speed 

•  Very frequent in AGNs 

• Promising for GW190412 

• Leading explanation for 
GW190521 

• Perhaps a several events in the 
new LIGO catalog?

DG Berti 2017, Fishbach+ 2017

DG Berti 2019

DG Vitale Berti 2020

LIGO/Virgo 2020

Stay tuned for an upcoming review…

Heger+ 2003, Woosley+ 2007
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DG Fishbach (soon!)

Yang+ 2019, Tagawa+ 2020

Kimball+ 2020



More spin means more kick
• Non spinning BHs: up to ~160 Km/s

Gonzales+ 2007 • Misaligned spins:
“Superkick” up to ~5000 Km/s
Gonzales+ 2007; Campanelli+ 2007, Lousto Zlochower 2011,2013 
Enhanced by ~25% for eccentric binaries

Sopuerta+ 2007, Sperhake, DG+ 2020

DG+ 2018



The role of the escape speed
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An escape speed of ~50 km/s is necessary to populate the mass gap 

~50 km/s is more than 
most globular clusters. 

• Nuclear star cluster 
• Triples 
• Disc-assisted migration

Antonini+ 2016

Stone+ 2017, Bartos+ 2017

Antonini+ 2017, Bin+ 2019



Where do hierarchical BH 
mergers come from?

First-generation 
mergers

Hierarchical 
mergers

Isolated binary evolution 
(common envelope)

Isolated binary evolution 
(chemically homogeneous) 

Triples and few-body 
configurations

Young star clusters
Globular clusters

Nuclear star clusters

AGN disks 
(migration traps)

Primordial 
black holes

DG Fishbach (soon!)



The gaps are precious
Baibhav, DG+ 2020

• Two channels “field” and “cluster”: 

• Some are in the gap: 

• The gap is exclusive: 

• A predicted efficiency: 

• Individual contributions:

N = Nno gap +Ngap
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N = Nfield +Ncluster
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while the “field” fraction is given by 1 ≠ f . Let us fur-
ther separate the fraction of the catalog entries that are
inside/outside a specific region of the parameter space
(“gap”), i.e.

N = Nno gap + Ngap . (3)

This gap is a reserved region, in the sense that it can only
be populated by one of the models (say “cluster”): this
implies Nfield,gap = 0, and therefore Ngap = Ncluster,gap.
If the e�ciency of the “cluster” model at populating the
gap

⁄ ©
Ncluster,gap

Ncluster
(4)

can be reliably estimated, one immediately obtains an
estimate of the number of binaries coming from each
population:

Ncluster = Ngap
⁄

, Nfield = N ≠
Ngap

⁄
, (5)

or equivalently of the mixing fraction:

f = Ngap
⁄ N

. (6)

For instance, if N ≥ 100 events are detected during
LIGO/Virgo’s third observing run O3 and one of them
lies in the gap, an e�ciency ⁄ ≥ 5% would imply that
f ≥ 20% of the observed BH binaries must have formed
in clusters, and the remaining 1 ≠ f ≥ 80% must have
formed in the field.

Gaps in the parameter space are naturally populated
by hierarchical BH mergers. When two BHs merge in the
field, the remnant BH does not interact again with other
BHs. This is not necessarily true for BHs that merge in
clusters. If these “second-generation” (henceforth 2g) BHs
remain in the cluster, they might continue to interact with
other BHs, eventually forming new binaries and merging
again [28–31]. These 2g BHs will, on average, be heavier
than their ancestors. Moreover, binary formation and
hardening tend to occur faster for heavier objects, and
thus mergers occur more often.

Both supernova models and LIGO observations [16]
indicate the presence of a mass gap (usually referred to as
the “upper mass gap”, to distinguish it from the putative
gap between BHs and neutron stars). Pair-instability su-
pernova (PISN) and pulsational pair-instability supernova
(PPISN) [32] prevent the formation of BHs with masses
larger than ≥ 45M§ [33–37]. The pair-instability mass
gap is our first reserved region: if a merging binary with a
component BH heavier than the PISN threshold is found,
this would point towards a hierarchical origin.

When two “first-generation” (henceforth 1g) BHs merge,
they form a remnant with a unique distribution of spins
which is largely independent of the spins of their progeni-
tors. In particular, remnant spins are strongly peaked at
‰ ≥ 0.7 [28, 29, 38]. This is our second reserved region,
which we call the “spin gap” (although to be rigorous we

FIG. 1. Illustration of the “mass gap” in the primary mass
m1 (top panel) and of the “spin gap” in the e�ective spin ‰e�
(bottom panel). Solid (dashed) lines are computed under the
assumption that the maximum individual BH spin at birth is
‰max = 0.1 (0.2). Only 2g events can populate the regions of
the parameter space with high values of m1 and/or ‰e� .

should call it the “e�ective spin gap”): if BHs are indeed
born with low spins from stellar collapse, the detection of
a highly spinning object would also indicate a hierarchical
origin. The mass and spin gaps are illustrated in Fig. 1.

A 2g merger can occur only if (i) the preceding 1g
merger happened in situ, and (ii) the merger remnant
remains bound to the cluster. Only BHs that receive
kicks smaller than the escape speed of the clusters can
be retained and potentially merge again. Conversely, the
detection of 2g mergers can be used to constrain the
escape speed of clusters [31, 39]. Generic BH recoils are
O(100 km/s) [31, 40], but kick velocities tend to zero for
BHs with similar masses and small spins, as indicated by
current observations.

While we assume that 2g mergers happen only in dense
star cluster, other astrophysical mechanisms (such as
gas accretion [41], stellar mergers [36], Population III
stars [42–44] or gravitational lensing [45, 46]) could lead
to events that contaminate these gaps and complicate
the measurement of the mixing fraction, f . However
these mechanisms are expected to be subdominant. Fur-
thermore it should still be possible to disentangle the
population of dynamically formed 2g mergers from other
sources, because of the unique relationship between the
1g and 2g populations.
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should call it the “e�ective spin gap”): if BHs are indeed
born with low spins from stellar collapse, the detection of
a highly spinning object would also indicate a hierarchical
origin. The mass and spin gaps are illustrated in Fig. 1.

A 2g merger can occur only if (i) the preceding 1g
merger happened in situ, and (ii) the merger remnant
remains bound to the cluster. Only BHs that receive
kicks smaller than the escape speed of the clusters can
be retained and potentially merge again. Conversely, the
detection of 2g mergers can be used to constrain the
escape speed of clusters [31, 39]. Generic BH recoils are
O(100 km/s) [31, 40], but kick velocities tend to zero for
BHs with similar masses and small spins, as indicated by
current observations.

While we assume that 2g mergers happen only in dense
star cluster, other astrophysical mechanisms (such as
gas accretion [41], stellar mergers [36], Population III
stars [42–44] or gravitational lensing [45, 46]) could lead
to events that contaminate these gaps and complicate
the measurement of the mixing fraction, f . However
these mechanisms are expected to be subdominant. Fur-
thermore it should still be possible to disentangle the
population of dynamically formed 2g mergers from other
sources, because of the unique relationship between the
1g and 2g populations.

Nfield,gap = 0
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Outline
1. We understand stars form black holes 
2. We (kind of) understand stars form black hole binaries 
3. Masses and spins 
4. How to fill the gaps



Back to the elephant
Don’t take me wrong! 
Observing dark matter with LIGO would 
be a true revolution in modern science! 

Event in one of the mass gaps 

Event with small/large/misaligned spin 

Event at very large redshift (z     2) 

Population features today, O(100) events 

Population features tomorrow, O(millions) events 

Sub-solar / sub-Chandrasekhar mass BH

z � 2
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What would constitute strong evidence we’re seeing PBHs? 



When PBHs become 
the elephant

Can I make subsolar mass BHs out of stars?

• De-lensed gravitational waves? Even rarer than magnitifications 
• Blue-shifted neutron stars? Need to kick a binary neutron star 

toward the observer at >10% of the speed of light! 
• Pieces of broken neutron stars? (hey come on…)

Dai+ 2017
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tails our fitting formula, which fits the weak lensing part
around µ = 1 to Figure 7 of Ref. [38] for each source
redshift z, and matches the high magnification tail onto
the optical depth for µ > 10 from Figure 2 of Ref. [39]
(the latter includes the contribution of stellar mass.).
Our method leads to higher probability for strong lens-
ing µ > 2 than Ref. [38] (a few times increase for z > 2
and even larger for z < 2). However, it is unlikely to be
a significant overestimation of the reality, as the large µ
tail is calibrated to the baryonic enhancement found by
Ref. [39].

It should not be taken for granted that our fit gives
the true lensing rate with high accuracy for all magnifi-
cations. While our fit tracks the power law tail and pre-
cisely reproduces the µ > 10 optical depth of Ref. [39],
it di↵ers from the numerical results of Ref. [38] at the
40% level in the weak lensing regime, i.e., 0.9 < µ < 1.1
for z > 2, and has even larger uncertainties at lower
source redshifts. Besides, our fit can overestimate the
probability in the highly demagnified part of the dis-
tribution. Nevertheless, since appreciable biases in the
mass and redshift estimates arise only due to large mag-
nifications, i.e., µ & 3 (see Fig. 2), uncertainties in the
weak-lensing magnification do not impact our main con-
clusions. We note that our formula is properly normal-
ized, and self-consistently satisfies Eq. (8). As a check,
we also fit the large-magnification tails to the results of
Ref. [38], which are systematically lower than those of
Ref. [39] due to their neglect of the stellar contribution,
and found that our major results were indistinguishable
from those obtained by directly applying the numerical
PDFs of Ref. [38].

Extremely large magnification factors arise when the
source approaches a caustic of the lens mapping, where
it produces a close pair of images (the magnification is
formally divergent at the caustic). At such locations,
the e↵ects of di↵raction smear out the lens mapping [40]
and terminate the power-law tail in the magnification
PDF. Appendix A shows that this truncation occurs at
µ & 103. Given the minuscule probability for such high
values, we can safely ignore this e↵ect in the rest of our
calculations.

IV. STATISTICAL EFFECTS OF LENSING

Astrophysical models of stellar binary evolution pre-
dict the di↵erential rate density d2n(M, z)/(dM dts),
namely the BH-BH merger rate per unit comoving vol-
ume and unit proper time ts at redshift z and at an in-
trinsic mass scale M .4 We briefly outline the procedure

4
We primarily discuss BH-BH binary mergers within the band of

ground-based detectors. For simplicity, we only consider equal-

mass mergers with M being the mass of either binary component.

Note that extreme values of mass ratio degrade the signal-to-

noise ratio.
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FIG. 4: Magnification probability distribution dP/d lnµ
produced by parametric fit Eq. (B1). Point source is
assumed. From bottom to top, respectively, we show a
number of representative source redshifts z = 1, 2, 3, 10.
PDFs measured by Ref. [38] from dark-matter-only
simulation are over-plotted in dashed curves, compared to
which our fit accounts for enhancement of strong lensing by
baryonic components according to Ref. [39].

to convert this rate density into an observed one, and
study the impact of lensing and detector sensitivity.
First, let us ignore the e↵ects of lensing. A GW de-

tector detects mergers from any redshift z along its past
light cone, measured with respect to its local proper time
t. Proper time intervals at the detector and source red-
shifts are related by dt = (1 + z) dts. We use the expres-
sion for the comoving volume in a flat ⇤CDM cosmology
to obtain an observed di↵erential rate

d3N(M, z)

dM dz dt
=

d2n(M, z)

dM dts

4⇡ c�2(z)

(1 + z)H0 E(z)
, (9)

where c is the speed of light, �(z) is the comoving dis-
tance out to redshift z, and E(z) is the Hubble expansion
rate at redshift z in units of the current value, H0. For
a flat ⇤CDM cosmology

E(z) =
p

⌦m(1 + z)3 + 1� ⌦m, and (10)

�(z) =
c

H0

Z
z

0

dz0

E(z0)
. (11)

In a homogenous cosmology, the comoving distance �(z)
is related to the luminosity distance dL(z) by �(z) =
dL(z)/(1+ z). The factor of 4⇡ c�2(z)/((1+ z)H0 E(z))
in Eq. (9) is an e↵ective comoving volume per unit red-
shift interval, which connects the intrinsic and observed
rate densities.5 With increasing source redshift z, a larger
comoving distance permits access to a greater volume;
on the other hand, redshifting of the source-frame rate

5
This is related to the comoving colume element of Ref. [41], with

an extra factor accounting for the change in proper time.
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FIG. 1. GW shift due to BH kicks (artificially exaggerated to demonstrate the key features). As the kick velocity builds up
during the last few orbits and merger, the emitted GWs are progressively redshifted (left) or blueshifted (right), depending
on the sign of the projection of the kick velocity vk onto the line of sight n̂. This is equivalent to di↵erentially rescaling the
binary’s total mass in the phase evolution from M to M(1+vk · n̂). These figures have been produced by artificially imparting
kicks of vk · n̂ = ±0.5c to nonspinning equal-mass binaries, assuming a Gaussian kick model with � = 60M [see Eqs. (4) and
(5) with ↵n = 0 for n � 1].

Doppler mass shift. – In the absence of a mass or
length scale in vacuum GR, the GW frequency f en-
ters the binary dynamics exclusively in the dimension-
less form fM , where M is the total mass of the binary
(hereafter G = c = 1). This scale invariance implies
a complete degeneracy between a frequency shift and a
rescaling of the total mass of the system. For example,
the cosmological redshift z of a BH binary merely en-
ters in the predicted GW emission through a rescaling
of the total mass by a factor (1 + z) and, hence, GW
observation of the binary only measures the combination
M(1+z)[30]. BH kicks produce a similar e↵ect: at linear
order, the motion of the center of mass shifts the emitted
GW frequency by a factor 1 + vk · n̂ while leaving the
amplitude una↵ected (vk is the kick velocity with mag-
nitude vk and the unit vector n̂ denotes the direction of
the line of sight from observer to source). There is, how-
ever, one crucial di↵erence: while cosmological redshift
homogeneously a↵ects the entire signal, a frequency shift
due to BH kicks gradually accumulates during the last
orbits and merger. This point is illustrated in Fig. 1: as
a kick is imparted to the merging BHs, the emitted GWs
are progressively blue- or redshifted. The frequency of
the signal changes as if the mass of the system was var-
ied from M in the early inspiral to M(1 + vk · n̂) by the
end of the ringdown.

The detectability of this e↵ect can be estimated us-
ing the following back-of-the-envelope argument. Imag-
ine breaking a BH binary waveform into two parts: in-
spiral and ringdown, h(t) = hi(t) + hr(t). For simplic-
ity, assume that the kick is imparted instantaneously at
merger so that only hr is a↵ected. Let Mi and Mr, re-
spectively, denote the total binary mass as measured from
hi and hr alone. Neglecting the energy radiated in GWs

–this e↵ect is not negligible in magnitude, resulting in a
reduction of the mass by ⇠ 5 %, but can be estimated ac-
curately from the waveform and thus be accounted for–,
the e↵ect of a kick is to Doppler shift the final mass ac-
cording to Mr = Mi(1 + vk · n̂). The inspiral part hi

of the GW signal generally contains a larger fraction of
the signal-to-noise ratio (SNR) than the ringdown part
hr, so the detectability of the kick will be limited by the
measurement of Mr: kicks of magnitude vk can be de-
tected if Mr is measured with a fractional accuracy of
. vk/c (⇠ 1% for a superkick along the line of sight).
The ringdown waveform can be modeled using the least
damped quasinormal mode for a Schwarzschild BH [31]
hr(t) ' A exp(�0.089t/Mr) sin(0.37t/Mr) which gives a
squared SNR

⇢
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0
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2 dt '
2.66MrA
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Sn
, (1)

assuming white noise in a detector with power spectral
density (PSD) Sn(f) = Sn = const. The error on the
measurement of Mr can be estimated using the linear
signal approximation,
✓

1

�Mr

◆2

=
1

Sn

Z 1

0

✓
@

@M
hr(t)

◆2

dt '
25.6A2

MrSn
, (2)

Therefore, the fractional error on Mr is given by
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'

0.322

⇢r
. (3)

This back-of-the-envelope argument suggests that kicks
along the line of sight with magnitude vk ⇠ 0.003c '

900 km s�1 can be measured with GW observations if
the SNR in the ringdown is ⇢r ⇠ 100. Direct detec-
tion of BH kicks will be very challenging, if not impossi-
ble, with current ground-based detectors. For instance,
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FIG. 1. GW shift due to BH kicks (artificially exaggerated to demonstrate the key features). As the kick velocity builds up
during the last few orbits and merger, the emitted GWs are progressively redshifted (left) or blueshifted (right), depending
on the sign of the projection of the kick velocity vk onto the line of sight n̂. This is equivalent to di↵erentially rescaling the
binary’s total mass in the phase evolution from M to M(1+vk · n̂). These figures have been produced by artificially imparting
kicks of vk · n̂ = ±0.5c to nonspinning equal-mass binaries, assuming a Gaussian kick model with � = 60M [see Eqs. (4) and
(5) with ↵n = 0 for n � 1].
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the signal-to-noise ratio (SNR) than the ringdown part
hr, so the detectability of the kick will be limited by the
measurement of Mr: kicks of magnitude vk can be de-
tected if Mr is measured with a fractional accuracy of
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The ringdown waveform can be modeled using the least
damped quasinormal mode for a Schwarzschild BH [31]
hr(t) ' A exp(�0.089t/Mr) sin(0.37t/Mr) which gives a
squared SNR

⇢
2
r =

1

Sn

Z 1

0
hr(t)

2 dt '
2.66MrA

2

Sn
, (1)

assuming white noise in a detector with power spectral
density (PSD) Sn(f) = Sn = const. The error on the
measurement of Mr can be estimated using the linear
signal approximation,
✓

1

�Mr

◆2

=
1

Sn

Z 1

0

✓
@

@M
hr(t)

◆2

dt '
25.6A2

MrSn
, (2)

Therefore, the fractional error on Mr is given by

�Mr

Mr
'

0.322

⇢r
. (3)

This back-of-the-envelope argument suggests that kicks
along the line of sight with magnitude vk ⇠ 0.003c '

900 km s�1 can be measured with GW observations if
the SNR in the ringdown is ⇢r ⇠ 100. Direct detec-
tion of BH kicks will be very challenging, if not impossi-
ble, with current ground-based detectors. For instance,

2

�2

�1

0

1

2

h
+

FIG. 1. GW shift due to BH kicks (artificially exaggerated to demonstrate the key features). As the kick velocity builds up
during the last few orbits and merger, the emitted GWs are progressively redshifted (left) or blueshifted (right), depending
on the sign of the projection of the kick velocity vk onto the line of sight n̂. This is equivalent to di↵erentially rescaling the
binary’s total mass in the phase evolution from M to M(1+vk · n̂). These figures have been produced by artificially imparting
kicks of vk · n̂ = ±0.5c to nonspinning equal-mass binaries, assuming a Gaussian kick model with � = 60M [see Eqs. (4) and
(5) with ↵n = 0 for n � 1].
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hr, so the detectability of the kick will be limited by the
measurement of Mr: kicks of magnitude vk can be de-
tected if Mr is measured with a fractional accuracy of
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The ringdown waveform can be modeled using the least
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