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Daisclaimer ....

Qver the years, I have developed application-driven number-crunchers
>
i.e., I have re-engineered machines in order to fit them to algorithms

Today, application-driven machines are (luckily enough) steadily
becoming less and less relevant.

However our experience (partly reported in this talk) : . S
- has driven us to explore ideas that are now used by recent new® ’&QO
architectures 66) A°
- 1S an interesting example of development of “efficient, l%ﬁgfg(ﬁ and
architecturally-NON-oblivious applications %o Q‘}J

SR
& 52



The message ....

My (optimistic) message:

We have to make non-trivial changes to our large applications, because
computer architectures are changed

Good news is that they have changed to adhere to the laws of physics,
that is, we start to have_physics-friendly computers

We can expect very large performance gains in the next few years, that...

we’ [l be able to harvest IF we appropriately adapt algorithms.
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Today's menu

Just a couple of challenging computational problems
Physics-friendly architectures

Simple models to measure the match between an algorithm and an
architecture

FPGA based accelerators for spin-glass MC simulations: JANUS
Building a bridge between our toys and modern mainstream HPC

My conclusions
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Computing nightmares:
from Ising to Spin-glasses
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The Ising model is a well-known spin model

FEach spin interacts only with its nearest neighbours in a discrete
D-dim mesh:

a) Each configuration {s} has a probability given by the Boltzman

factor P({S})OCG—U({S})/kT = o BUUSY

b) Macroscopic observables have averages obtained by summing
on each configurations, each weighted by its probability

o([s)=M=2S, (M)« M(S))P([S))
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Computing nightmares:
from Ising to Spin-glasses

Spin-glasses are a generalization of Ising systems.

An apparently trivial change in the energy functions makes
spin-glasses much more interesting and complex than Ising
systems

Studying these systems is a computational challenge ...

interesting per se in condensed matter physics
a paradigm of complexity
important for industrial applications
surprisingly strong links with:

Optimization, K-SAT, Graph-coloring ....
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Why are Spin Glasses so hard??

A very simple change in the energy-function (defined on e.g. a discrete 3-
D lattice)

U=—ZNB(y)UijUj, o={+1,-1] J={+1,-1]

may hide tremendously complex dynamics, due to the extremely
irregular energy landscape in the configuration space (frustration):

F 3
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Monte Carlo algorithms

If your lattice has 483 points, there are 24873 configurations ....
.... however not all of them have the same probability ...

Monte Carlo algorithms start from any initial configuration and
navigate in the configuration space in such a way that:

----> any configuration will show up according to its probability

----> so0 averages are trivially computed as unweighted sums of
MC-generated configurations

cYc ; i=1...n

l

(free 2 FC)P(C)=2 F(C))
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... Just a few C lines

for ( k=0; k<24; k++ ) {
for ( j=0; j<24; j++ ) {
for ( i=0; 1<24; i++ ) {
nbs = spin[(i+1)%24][j1[k] * Jx[(i+1)%24][j][k

spin[i1[j1[(k+1)%24] * Jz[i1[j1[(k+1)%24
if ( rand() < HBT(nbs) ) { spin[il[jl[k] = +1 }
: else { spinf[i][jl[k] = -1}
}
}

+ spin[(i-1)%24][j][k] * Tx[(i-1)%24][j1[k] +

]
spin[i][(j+1)%24][k] * Jy[il[(j+1)%24]1[k] + spin[i][(j-1)%24][k] * Jy[i]1[(j-1)%24]1[k] +
1 + spin[i][j1[(k-1)%24]1 * Jz[i1[j1[(k-1)%24] ;
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Compute intensive, you mean??

One may want to study e.g., the phase structure of the model, or the time
evolution of a large system (e.g., 803 sites) in the frozen phase,
a surprisingly challenging computational problem:

O(1012) time steps on ~ 100 replicas of the system ---> 1020 updates

Clever programming on standard CPUs:
1 ns /spin-update ---> 3000 years

Need to find a solution, somehow ....
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Example 2 (just a short mention):
Lattice Quantum Chromo-Dynamics

Unfortunately it is not yet known whether the quarks in Quantum
Chromodynamics actually form the required bound states. To establish
whether these bound states exist one must solve a strong coupling problem
and present methods for solving field theories don’t work for strong coupling.

K. Wilson, Cargese Lectures, 1976
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Two different views of the same problem
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What is common to all these problems?

The most relevant common feature of all these (and most other
problems) is that they have a very large degree of parallelism.

It is all too natural to try to identify, expose and exploit as large a
fraction of this parallelism as possible.

(small) disclaimer #2: and in these cases it is very-very easy to do so
(almost in principle) because other features help as well:

- very simple algorithmic structures
- easily predicted pattern of memory access
- almost automatic load balancing
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One has to be optimistic ...

In most cases, computing accurate predictions of the behaviour of a
complex physical system is hopeless, unless numerical techniques are
used
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One has to be optimistic ...

In most cases, computing accurate predictions of the behaviour of a
complex physical system is hopeless, unless numerical techniques are
used

However Nature has been friendly to us
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One has to be optimistic ...

In most cases, computing accurate predictions of the behaviour of a

complex physical system is hopeless, unless numerical techniques are
used

However Nature has been friendly to us

so the (simple) physics laws behind the behaviour of computers make it
relatively easy to build machines able to simulate complex physics!!!!
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A historical question:

The guy who invented
computer(s-models) made his
model a physics-friendly beast???

The Answer 1s: NO!

Doing things one after the other (serially)
Keeping data storage and data processing separated (in principle and

practice)
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A historical question:

The guy who invented
computer-(models) made his
model a physics-friendly beast???

The Answer: NO!

Doing things one after the other (serially)

Keeping data storage and data processing separated (in principle and
practice)
are the cornerstones of the famous von Neumann model of computing

Q: So was Von Neumann wrong?
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A historical question:

The physicists that invented
computer-(models) made his
model a physics-friendly beast???

The Answer: NO!

Doing things one after the other (serially)

Keeping data storage and data processing separated (in principle and
practice)

are the cornerstones of the famous von Neumann model of computing

Q: So was Von Neumann wrong?

A: No, he was interested in the P —1,T—>0 regime
today we are approaching the P —ow,7—>0 regime.....
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Two cornerstones of physics-friendly architectures

1) Parallel computing is available in (almost) all cases ...
... and parallel computing is the physics sponsored way to compute:

The basic building block is the transistor
Industry learns to build smaller and smaller transistors. As A— 0
obviously Nocl/A? but speed scales less favourably Toc)

Trade rule: perform more and more things in parallel
rather than a fixed number of things faster and faster
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Two cornerstones of physics-friendly architectures

2) We are (often) interested in modeling local systems:
This has to go over to the computer structure ->

Keep data close in space to where it is processed
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Failure to do so will asymptotically
bring a data bottleneck:




A small revolution happened in the early 2000s...

In the early 2000's computers companiets started to build physics-
friendly computers (even if only for specific market niches):

- Blue-Gene

- The Cell Processor | Intel Nehalem, Wesmere, Baytown ....

- GPUs
- (FPGA) &@&‘Q”
AN
“ﬂv@%\f’\@&
. »{\'0 »@0
XV CJO
&
JUP
@
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The Blue Gene revolution ...

1) very large 3D meshes of simple, relatively low performance
distributed-memory processors (largely inspired by earlier LQCD
application-driven number-cruncher)

11) you better learn to adapt your algos | programs to this specific

architecture ...

carries the BigBlue brand...
Physics-friendly at the
largest (system) scale

AP

EFer

Gigabit Ethernet

(a) Three-dimensional torus. (b) Global collective network. (c) Blue
Gene/L control system network and Gigabit Ethernet networks.

Processor local bus (4:1)
|: 2.7 GB/s 256

i I 11 GBls
KK L B 5 7
440 central | 2| 2 5 4-MB
: L2 = || Shared | embedded
e ror = 2 2l B | DRAM
unit (CPU) % % e— | 3 || directory
Doubl 5 - g for L3 cache
humimer — | 256 g mbedded | i
FPU DRAM | mern
S & - oy
neop 2 [
£ <
3IKGBKLL | 2 2| | Includes g
H0CPU s & || T =
1o = 2 |2se| L2 |comection| £ o
progessor e ontrol |5
B (ECC) |=
Double- = 2354 - |
hummer o 11 GB/s
FPU
jj:—l:r 128
¥ f v
Global DDR
Euéi":et JTAG | | Torus Collective | | interrupt/ control
1 2! |
aeeess lockbox | | with ECC
TR R A R
Gigabit  1EEE 6out Jout 4 global 144-bit-
Ethernet 1149.1 and 6in, and 3 in, barriers wide
{JTAG) eachat each at ar DDR
1.4 Gh/s 2.8 Gb/s interrupts  256/312 MB
link link

Blue Gene/L compute (BLC) chip architecture. Green shading
indicates  off-the-shelf cores. ©2002 IEEE. Reprinted with
permission from G. Almasi et al., “Cellular Supercomputing with
System-on-a-Chip,” Digest of Technical Papers, 2002 IEEE
International Solid-State Circuits Conference.
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The cell processor

Physics-friendly architecture at the processor scale
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Cell Broadband Engine Processor

The cell processor

3 —4 Ghz x 8 cores x 8 ops —
256 Gflops (100 Gflops DP)

25 Gbyte/sec mem. Bandwidth
300 Gbyte/sec internal bandwidth
75 Gbyte/sec fast 10

256 Kbyte local store (each core) T R

Here is the problem..... =
-~ A F ' Channal Unit
0NN USSR I . A ++++
Result Forwarding and Staging
Register File
1
Instructon fssue Unit/ Instruction Line Buffer '14“3“““] |1zsem|
! t
On-Chip Coherent Bus | Memory Flow Controller
(MFC)

—= 8Byte/Cycle =3 16 ByteiCycle =2 54 Byte/Cycie * 126 Byte/Cycle
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The Intel way ....

The Intel way is not too different (Nehalem—>Wesmere—Sandybridge)
Start with “traditional” Intel computing cores (as “simple” as this...)

Place “several” of them together, and add enough on-chip memory to
keep them working (plus just a few minor details...)

QPIO QPN QPI2 QPI3

Coreg—4 7. s e
Coredmm———e gife——T—00res
MCOHAD - - - HATbMC 1
Curai-———s*ucgq S'E%.——-Enmﬂ
Corelm—t i T o f———Core7

|Nehalem Block Diagram |




Another popular approach: GPUs

GPUs seem to be the fastest processors ever ....

——NVIDIA GPU Intel CPU
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An even more radical approach: GPUs

The key idea is to pack a very large number of small processors....
Typical figures:

240 processing cores ----> 930 Gflops ----> 2 ops/core [ clock
Less formidable with double precision: 78 Gflops all together)
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Another popular approach: GPUs

Typical figures:

240 processing cores ----> 930 Gflops ----> 2 ops/core [ clock
Less formidable with double precision: 78 Gflops all together)

Memory bandwidth: ~ 100 Gbyte [ sec (shared by all cores....)
And yet, not enough to keep processors busy:
Kill caches to make place for processing

need core specific memory to keep cores busy --->
A difficult schedule problem in filling [emptying [ refilling local data



Another popular approach: GPUs

And then exhibit a “decent” public view of the architecture....

Local barrier

Global barrier




Another popular approach: GPUs

Dictionary

Thread ----> what you do in one core

Thread Block ----> a set of (8) cores has shared control so they all do
The same thing (SIMD processing)



Quantitative computing in a nutshell

The quantitative approach:

A compute engine is a set of sausage-machines: it crunches pork-meat
(numbers) coming mainly from its local store as well as data coming
from nearby processors.

Computational power must be balanced Local data

by a matching flow of data into
Remote
data 1/

the processor
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Quantitative computing in a nutshell

Computational power must be balanced by sufficient flow of data
coming into the processor.

Appropriate parameters:
n P a88regale processor computing power (n processors working

R

together)
ratio of operations/data words

memory band width
(to local pork-meat stock)

.

ratio of local [remote words

memory bandwidth
(to remote pork-meat stock)
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Quantitative computing in a nutshell

Computational power must be balanced by sufficient flow of data coming into
the processor.

Appropriate parameters:
n P aggregate processor computing power
R ratio of operations /data words
B memory band width (to local pork-meat stock)
P  ratio of local [remote words
B remote memory bandwidth

Each processor will complete its share of computing in time

2l




Quantitative computing in a nutshell

Computational power must be balanced by sufficient flow of data coming into
the processor.

Appropriate parameters:
n P aggregate processor computing power
R ratio of operations /data words
B memory band width (to local pork-meat stock)
p  ratio of local /remote words

B remote memory bandwidth B
Assuming however that enough local data has been ma[gie

avatlable
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Quantitative computing in a nutshell

Computational power must be balanced by sufficient flow of data coming into
the processor.

Appropriate parameters:
n P @88regate processor computing power
» ratio of operations/data words
memory band width (to local pork-meat stock)
B ratio of local | remote words
B remote memory bandwidth
P B
and enough remote data has arrived
from neighbouring nodes

pl!

nRpp
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Quantitative computing in a nutshell

The quantitative approach:
Putting all three constraints together, we see that ....

Computing time is given by:
w W 44
nP’ nRB nRpp

P P

W 1
"RB’ Rpp

= — max
nP

T = max

the expression at far right shows the need for careful balancing of the
algorithm parameters and machine parameters.
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Quantitative computing in a nutshell

Computing time is given by:

T = max

Note that
R, p

P,B,p

w W |44
nP’ nRB nRpp

W

_nP

1PP
"RB’ RpB

are set by the algorithm (on a given machine /problem size).
are given by the computer architecture

and
spin-glasses are bad (R ~ 1)
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In real life, things are more difficult!!

As processors become more complex (and heterogeneous) modeling
becomes more difficult, perhaps taking into account many parameters

Just a bit more complex than the sausage-machine approach discussed

before
Tip T
= - Main Network >
M/Iy /Ti ‘ Memory Interface |™
. -—
However results can still be very Local Store (LS) % %
accurate v
Providing confidence that you
Are doing the right thing!!
800 T T T T 800 T T T T
L |- liIllear model|{3.l] | _ L |
. s0, model as accurately as | | ciwtmod 6 HEE

you can

T [eycles
B
T [eycles]

Y
=
=
Y
=
=

o ,* A =32 A =16 (mod 128) |
o2 L1 | P] R R R RN R

A=A, =0(mod 128

0 512 1024 1536 2048 0 512 1024 1536 2048

I [bytes] I [bytes]
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Quantitative computing in a nutshell

Some rewriting to do, so it can be explained to computer scientists
and to introduce the concept of the optimal processor (for a problem)

min max[w(n) [(n,m)

sit. A, F+A m=nA
F B "

w(n) Work load for N sites on Procs
I(n,m) Mem. Dep. Information exchange
Ap, A Area for 1 flops, 1 bit

tells you how to allocate memory and number
crunching on a chip of size A, to get the best for
The application you are interested in...
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Quantitative computing in a nutshell

In view of the formulas in the previous slide,
what is the real resource allocation for current popular processors?

Do they focus sharply on their (our) business?

What fraction of the transistors on board are really used for useful work

Results are surprising....

23



Quantitative computing in a nutshell

Surprising results ...

clock (GHz)
fps possible 1300

real peak (TF)




GPUs are touchy beasts ...

What is the real problem here......
1) find a programming style that fits the structure
2) provide enough pork meat to the sausage-machine: remember??

P P
"RB’ RppB

N
= — max
nP

N N N
nP’ nRB nRpp

T = max

In our case:

P=930Gf/s B=25Gw/s
930] 37

20| max[l,R]\

1T ocmax

25 R



GPUs are touchy beasts ...

What is the real problem here......

A well studied case study:
Computing the Dirac operator in LQCD:

R~ 4

P=930Gf/s B=25Gw/s

. 930
"25R

T occmax = max[1,9.25]




A case study, JANUS:
Re-engineering BOTH machine AND algorithm...

for ( k=0; k<24; k++ ) {
for ( j=0; j<24; j++ ) {
for ( i=0; 1<24; i++ ) {
nbs = spin[(i+1)%24][j1[k] * Jx[(i+1)%24][j][k

spin[i1[j1[(k+1)%24] * Jz[i1[j1[(k+1)%24
if ( rand() < HBT(nbs) ) { spin[il[jl[k] = +1 }
: else { spinf[i][jl[k] = -1}
}
}

+ spin[(i-1)%24][j][k] * Tx[(i-1)%24][j1[k] +

]
spin[i][(j+1)%24][k] * Jy[il[(j+1)%24]1[k] + spin[i][(j-1)%24][k] * Jy[i]1[(j-1)%24]1[k] +
1 + spin[i][j1[(k-1)%24]1 * Jz[i1[j1[(k-1)%24] ;
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The nature of the available parallelism

Spin — glass simulations have two levels of available parallelism

1) Embarassingly trivial: need statistics on several replicas --->
farm it out to independent processors

2) Trivially identified:
sweep order for Monte Carlo update is not specified --->
can update in parallel any set of non directly
interacting spins: so --->

make it a black-white checkerboard: it opens

the way to tens of thousands of independent
thread...

Cannot trade 1) for 2) (or the other way round)
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The nature of the available parallelism

1) & 2) do not commute:

Farming out independent computation of many copies of the
system, helps till this make sense from the point of view of
physics [global performance ... or capacity computing]

Beyond that point one has to expose the parallelism available
within the Monte Carlo history of each replica of the system
[system performance ... OR capability computing/

System performance is key to be able to perform the needed ~1012
MC updates for each copy of the system
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The ideal spin glass machine .....
A further question: what is the appropriate system-scale at which
this parallelism is best exploited
One update engine:

computes the local contribution to U

address a probability table

spins

compare with a freshly generated
random numbr

Updated

set the new spin value




The ideal spin glass machine .....

All this is just a bunch (~1000) of gates

And in spite of that a typical CPU, with O(106+) gates can
process perhaps 4 spins at each clock cycle

If you can arrange your stock of gates the way it best suits the
algorithm, can expect ~1000 update engine

The best structure is a massively-many-core organization

Each core doing exactly (and only) what the computation needs

17



The ideal spin glass machine .....

is an orderly structure (a 2D grid) of a large number of “update
engines”

each update engine handles a subset of the physical mesh

its architectural structure is extremely simple

each data path processess one bit at a time
memory addresing is regular and predictable

SIMD processing is OK

however memory bandwidth requirements are huge (need 7 bits

to process one bit..)
Only possible solution: memory is “local to the processor”

16



Monte Carlo for spin-glasses

Common features: &\\z&@@
,& 9
bit-manipulation operations on spins (+ LUT access) @i@\\ <
(good-quality [ long) random numbers K &
. . xO &
a huge degree of available parallelism 3O
&2
regular program flow (orderly loops on the grid sites) &&“ A
regular, predictable memory access pattern > &o*
<&

information-exchange (processor<->memory) is huge 3
however the size of the data-base is tiny &
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The JANUS project

This re-engineering (or — rather — cross-engineering) game is
the idea behind the Janus project

A collaboration of:

Universities of Rome [La Sapienza] and Ferrara (Italy)
Universities of Badajoz, Madrid, Zaragoza (Spain)
BIFI (Zaragoza)

Eurotech

Microsoft
Xilinx

14






The JANUS project:

a parallel FPGA-based system

g ~ ~ ' : IANUS core §
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A. B.

each FPGA configured to be many spin-glass-specific update cells
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FPGAs should do well here ...

* reasonably large on-chip memory (several Mbits)

» huge bandwidth for on-chip “distributed” memory

(in principle ~ 10000 bits in and out of embedded memory per
clock cycle)

sL.arge amount of uncommited logic available to build processing
cores (embedded parallelism)

s Jarge bandwidth to the external world (external parallelism)

----> One of the goodies of this project is that it is a technology
NON-challenge ... (plug the LEGO bricks and play)

11



JANUS as a spin-glass engine

Fully VHDL coded for performance

bée.l e:_;e;ﬁ

Updated spins
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What did we do to optimize performance?

Allocate independent memories for blacks and whites
Add indepentent memory banks for coupling (constants)

Implement a good (but not greedy) random number generator
(largest single functional block)

Find best trade-off in sharing LUT's across engines

Control all nested loops in hardware (including simulated
tempering)
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Breakthrough in performance (and physics)

Main results: 16 ps average system spin-update-time
190X [system or capability] faster than
an X86 architecture
@ Y2 the price
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More traditional performance metrics

JANUS 256 CPUs o
Samples 256 256 O kY QQQ
Wall clock time 24 d 24y o R
Acc. CPU time 18y 6200y .07 o
Energy 22 GJ 18T 06 \)@6 O
. N
TN o @Q(- g\Q’(
The bottom line: oY A <
& &
350 Giga-ops per processor \}}Q {»\’%%\) ‘QJ’“@
(800 Gbyte/sec bandwidth) \\QJZO\OQ’ 0-\900
> A
90 Tera-ops on the whole sys W (@@0
2

10.27 $ | Giga-ops

8.75 Giga-ops | W (20x better that the top Greenb00 entry, if ....)
24 days of run powered by ~ 15 oil barrels
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A bet we won - a bet we lost ...

Janus has been a great success for spin-glass simulation, BUT:

It did require difficult and lenghty hand-writing of VHDL
codes

This could be done efficiently as the algorithmic structure is
very simple

I doubt the same can be done (with similar efficiency) for less
regular applications, and ...

I frankly doubt that automatic tools (e.g., C-to-VHDL
compilers) can do the job decently in the near future...
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Our “large” machine

256 Janus processors
8 Host PCs




Is this experience relevant beyond spin-glass 2?¢

Let us make now contact between these crazy attempts and the main
road of computing:

A large system with a large number of simple processors ---> Blue Gene

A processor with a “large” number of not-so-simple cores ---> The Cell
and Nehalem

A “very large” number of simple cores ---> GPUs
A “very very large” number of “very simple’cores ---> Janus

We basically faced and solved (in an admittedly very simple case)
all the problems that you are facing today ... 03




So the question is ....

How does Janus compare with recent architecture 22?

—~ | S N

—Jp core2-duo 187.0

— ------

- nehalem

(The smaller the better ....)

02



Conclusions

Computer architectures are changing and ...
... coming closer to what the laws of physics “dictate”...

Application-driven systems are obviously the fastest
But new architecture are quickly closing the gap ...
as they combine architecture improvements ...
... With state-of-the-art technology
Algorithm developments need to be (reasonably) aware of architectures

We tried to keep these two things separate in the last 40 years

We can’t do it any longer ... | we have to find out the best possible way

01
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