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Goals

• Explain now memory mapped I/O works

– Impact on performance

• Provide overview of memory mapped I/O API’s

– Practical examples

– Problems to avoid
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The Obvious Solution
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Understanding How This Can Be Done
User’s Process

Virtual Memory

Swap

Virtual Memory

Page Table

Kernel

Real Memory

•Linear virtual memory mapped 

to discontinuous real memory 

pages (V to R mapping).

•This is done via page tables 

normally assisted by a hardware 

Memory Management Unit 

(MMU).

•Page tables or adjuncts can also 

record where the virtual page is 

backed up disk (swap space).

•When a non-resident page is 

touched it is brought back from 

swap space (i.e., disk read).

•This is a simplified view.
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Extending Swap Space
User’s Process

Virtual Memory

Swap

Virtual Memory

Page Table

Kernel

Real Memory

•By simple extension, virtual 

pages can be mapped to any disk 

device.

•It is possible to “say” that pages 

are backed up by a particular file.

•When a non-resident page is 

touched it is brought back from 

disk file (i.e., file read).

•Modified pages would also be 

written back to the file.

•This is how executable programs 

are managed (read only).

•This is a simplified view.

FS

10/16/2009 6Andrew Hanushevsky



File

Copy Avoided via Memory Mapping

Kernel

Application Process

User Space

memcpy(buff2, buff1, n);

2
4

3

Page Fault

Process

Suspended

Disk Page

Brought Into

Memory

Process

Resumes

memcpy()

Completes

buff1

Page

Page Table

Mapping

Virtual

Memory

to File

buff2 1

memcpy()

Starts

Page

unmappedunmapped

mappedmapped

10/16/2009 7Andrew Hanushevsky



Memory Mapping For Copying
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Memory Mapping Interface

• mmap()
– Establishes a memory mapping

• munmap()
– Disbands an established memory mapping

• msync()
– Forces modified pages to be written to disk

• mlock() & munlock()
– Locks & Unlocks pages in real memory

• madvise()
– Tell kernel how memory mapped pages should be handled

• Above conforms to the POSIX.1-2001 specification
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Establishing A File Mapping

• void *mmap(void *addr, size_t length, int prot, int flags, int fd, off_t offset);

– addr forces a particular address. Generally, this will always be null allowing 

the kernel to choose

– length is the size of the mapping in bytes (e.g., the size of the file)

– prot tells the kernel how to protect the memory mapped pages (choose one 

or more):

• PROT_READ Pages may be read. PROT_WRITE Pages may be written.

• PROT_EXEC Pages may be executed. PROT_NONE Pages may not be accessed

– flags tell the kernel other page handling options (choose only one):

• MAP_SHARED Changes are visible to others. MAP_PRIVATE Copy on write; changes private.

• Many other (some Linux specific) flags may be added to the above (see man page); but …

• MAP_NORESERVE Do not reserve swap space (can be added to the above)

– fd is an open file descriptor compatible with the prot option

– Offset is where the mapping starts in the file itself

• Must be a multiple of the page size; see  sysconf(_SC_PAGE_SIZE).
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Example With Two Files
#include <sys/mman.h>                 // Defines th e memory mapping interface
#include <sys/types.h>
#include <sys/stat.h>                 // Required f or open() and fstat()
#include <fcntl.h>
#include <string.h>                   // Required f or memcpy()
● ● ●

int fd1, fd2;
char *buff1, *buff2;
struct stat Stat;

/* Open and memory map the input file. This can be a private mapping. */
if ((fd1 = open( "file1", O_RDONLY )) < 0) { handle error}
if ((fstat(fd1, &Stat)) { handle error}
buff1 = (char *)mmap(0, Stat.st_size, PROT_READ, MA P_PRIVATE, fd1, 0);
if (buff1 == MAP_FAILED) { handle error}

/* Map the output file. Here we want to actually ch ange the file so we must use MAP_SHARED.
If the file will also be read, portability requires  we also specify PROT_READ. Shared
mappings shouldn’t allocate swap space; but for por tability we set MAP_NORESERVE.

*/
if ((fd2 = open( "file2", O_RDWR   )) < 0) { handle error}
if ((fstat(fd2, &Stat)) { handle error}
buff1 = (char *)mmap(0,Stat.st_size,PROT_READ|PROT_ WRITE,MAP_NORESERVE|MAP_SHARED, fd2,0);
if (buff1 == MAP_FAILED) { handle error}

/* Now copy some bytes from “file1” to “file2”. We r eally don’t know when “file2” will be
updated on disk. We can use msync() to force this. Note that MAP_SHARED has side-effects!

*/
memcpy(buff2, buff1, 8);
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Things To Remember I

• _POSIX_MAPPED_FILES is defined on systems which 
support memory mapped file.

– gcc, may require -D_POSIX_SOURCE be specified

• File must be opened compatibly with PROT_READ & 
PROT_WRITE

• The kernel limits the number of mappings and the total 
virtual address space.

– Mappings are added to memory usage!

• Closing the underlying file does not destroy the memory 

mapping of the file.
– Allows you to conserve file descriptors
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Things To Remember II
• Files mapped PROT_WRITE cannot be extended.

– You can use truncate() prior to mapping to get wanted size

• Shortening files after a mapping may cause SIGBUS

– When you reference a page no longer present in the file

• Kernel reaction depends on the mmap flag settings used

• Files not a multiple of the page size are curious

– Virtual bytes after the last file byte always seen as zero

– Modifying non-existent byte may or may not cause SISEGV

• If write allowed, those bytes will never be written back to the file

• Mappings are inherited by child processes

– This may cause swap space exhaustion

• MAP_NORESERVE avoids this but has its own consequences 
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Making Sure Modifications Written

• Changes always written when map is destroyed; 
otherwise…

• int msync(void *addr, size_t length, int flags);
– Modified pages starting at addr for length of length are 

written back subject to flags
• MS_ASYNC schedule writes in the background

– Return is immediate

• MS_SYNC do not return until writes complete
– Mutually exclusive with MS_ASYNC

• MS_INVALIDATE invalidate any other mappings
– Forces shared mappings to see the changes

– _POSIX_MAPPED_FILES & _POSIX_SYNCHRONIZED_IO
• Defined when on systems where msync() is available
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Memory Mapped I/O Realistic?

• Yes for small files but problematic for big ones

– You can’t really map a 2GB file

• Large files need to be segmented

– Map a segment of size n at offset o

– Do I/O

– Un map the segment

– Adjust offset (e.g., if sequential then o = o + n)

– Repeat until done
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Un Mapping Segments

• int munmap(void *addr, size_t bytes);

– Destroys mapping starting at addr for length bytes

• addr must be a multiple of the page size

• Whole pages are unmapped

– Last page defined as the page where addr+bytes resides
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Copying A File In Segments
#include <sys/mman.h>                 // Defines th e memory mapping interface
#include <sys/types.h>
#include <sys/stat.h>                 // Required f or open() and fstat()
#include <fcntl.h>
● ● ●

int fd1, fd2, rc, ret;
char *buff;
long segoff = 0, segsize = sysconf(_SC_PAGE_SIZE)*1 024; // Usually 4 to 8 MB
struct stat Stat;

/* Open and memory map the input file. This can be a private mapping. */
if ((fd1 = open( “infile",  O_RDONLY )) < 0) { handle error}
if ((fd2 = open( “outfile", O_CREAT|O_WRONLY|O_DIRE CT, 0644)) < 0) { handle error}
if ((fstat(fd1, &Stat)) { handle error}

/* Copy infile to outfile. We invoke write() from o ur memory segment so that the kernel
will not generate page faults and for some file sys tems, no memory copying is done.
Note that this code is neither optimized nor harden ed.

*/
while(Stat.st_size)

{if (segsize < Stat.st_size) segsize = Stat.st_size ;
buff1 = (char *)mmap(0, segsize, PROT_READ, MAP_PRI VATE, fd1, segoff);
if (buff == MAP_FAILED) { handle error}
if ((ret = write(fd2, buff1, segsize)) < 0) { handle error}
if (munmap(buff, segsize)) { handle error}
Stat.st_size -= segsize;

}    
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Further Optimizations

• int madvise(void *addr, size_t bytes, int advice);

– Advise the kernel on optimizations for the memory map 

area starting at addr for length bytes as per advice

• MADV_NORMAL No special treatment, the default

• MADV_RANDOM Access will be random

• MADV_SEQUENTIAL Access will be sequential

• MADV_WILLNEED Memory will be accessed in a short time

• MADV_DONTNEED Memory is unlikely to be accessed

– Many OS’s, including Linux, have additional flags

• posix_madvise() defines the portable set

– Unfortunately, most OS’s have madvise() not posix_madvise()

– However, they usually support the above set of flags
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Some Esoterics
• int mlock(const void *addr, size_t bytes);

– Lock pages in memory at addr for length bytes

• int munlock(const void *addr, size_t len);
– Unlock pages in memory at addr for length bytes

• int mlockall(int flags);
– MCL_CURRENT Lock currently mapped pages

– MCL_FUTURE Lock future mapped pages

• int munlockall(void);
– Unlock all currently locked mapped process pages.

• Usually you need root privileges; but Linux relaxes this.
– A non-root process can be privileged  (CAP_IPC_LOCK) or

– An non-privileged process can lock up to RLIMIT_MEMLOCK bytes
• See getrlimit() and setrlimit() in Linux 2.6.9 or later

10/16/2009 19Andrew Hanushevsky



Conclusions

• Memory mapped I/O is very good at…

– Reading or writing small data areas

– Assisting in copying files

• Generally, used for small files kept open

• Must be mindful when forking

– Child process inherits the mapping
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